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Chapter 1 – General Scientific Computing (in MATLAB)

1.1 The MATLAB environment

MATLAB stands for MATrix LABoratory – it was originally invented to make interactive linear
algebra calculations easier (as part of Cleve Moler’s Ph.D. thesis at Stanford). As we will see,
much of MATLAB is therefore focused around

• interactive computing: you can use it like a calculator until you figure out the right
commands; you can then put these correct commands inside of your program.

• the ‘objects’ of linear algebra – vectors and matrices are the primary data structures used
in MATLAB.

Interactive demo of the MATLAB desktop: The best way familiarize ourselves with
MATLAB is to use it together. Together as a class, in this demo we will:

• Find the MATLAB icon and discuss how to start MATLAB

• Discuss the main parts of the MATLAB desktop:

– Current Folder pane – shows the files in the current folder. When we start writing
programs, this is the location where all of your functions must reside for them to be
visible/usable for the current program.

– Workspace pane – shows any variables that you have created. If the variables are
scalar or small vectors, it will show the current value of these variables. If the variables
are larger, it will show the dimensions of the vector/matrix/tensor object, and the
data type for the underlying numbers.

– Navigation icons – may be used to change the current folder.

– Command Window – this is the ’interactive’ area where you can issue commands and
get [nearly] immediate results. Notice the MATLAB prompt, >>

• Start a diary for today’s lecture: diary <date>.txt

• Show that the diary file has appeared in the Current Folder pane. Note that it is typical
to use the .txt extension for the diary file – the diary is a “plain text” file and is there-
fore readable / editable by any program that can edit text files (NotePad.exe, TextEdit,
SublimeText, Emacs, . . . )

• Do some simple calculations with numbers, showing all of the basic mathematical opera-
tions: + - * / ^

• Stop the diary: diary off
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• Open the file outside of MATLAB in a text editor

Script m-files:
We’ll do our work this semester using MATLAB “scripts” (and later on, MATLAB functions).
A MATLAB script is stored in a m-file. Aside from the filename suffix, a script does not have
any special formatting, and in fact consists of a plain text file (like a diary this can be edited by
any text editor, although the MATLAB editor is typically preferred by students in this class).
Essentially, a MATLAB script is just a file containing an ordered set of MATLAB commands.
To execute a MATLAB script, we can either

• Type the name of the script file (without the .m) at the MATLAB prompt and press
[enter], or

• With the script file open in the MATLAB editor, just press the “play” button.

Note 1.1.1. While MATLAB may not have “rules” regarding how script files should look (aside
from containing valid MATLAB commands), in this class we will have clear roles for proper use
of MATLAB scripts.

• All work in this class will be encapsulated inside scripts or functions (more on MATLAB
functions later). The first lines of each script will contain comments to state the author’s
name, the date, and provide a description of what the script should implement.

• Immediately following the comment ‘header’ in each script, you must include the command
clear, so that any preexisting variables are deleted before the script commands begin.

• Each script may call functions (and functions may call other functions), but a script may
not call another script.

• All scripts and functions must be thoroughly commented, i.e. before blocks of code you must
include a line starting with %, and that states the purpose of the block of code.

• The contents of all loops and if-elseif-else statements must be indented consistently. If
loops and if-elseif-else statements are nested within one another, then their contents must
be indented commensurate with how deeply nested those statements are.

Take note of example scripts that we use in class – these will all be formatted to adhere to these
rules (raise your hand to point it out if I forget).

1.2 Matrices and vectors

MATH 3304 (formerly MATH 3353) is a co-requisite for this course, so by this point all of you
should hopefully know what a “matrix” and a “vector” are. We will not require expert use of
matrices and linear algebra in this course, but we will need the basics.

For those of you who are less familiar (or who have forgotten), a “matrix” is just a two-
dimensional array of numbers. We refer to these dimensions as “rows” and “columns”. If a
matrix A has m rows and n columns, and if the contents are real numbers, then we say that
A ∈ �m×n. If instead the contents of A are complex numbers, we would say that A ∈ �m×n.
We can technically use any letter / symbol we want to name a matrix, although it is standard
to use upper-case letters.

D.R. Reynolds, SMU Mathematics 4



MATH3315 / CSE3365 Lecture Notes Chapter 1

Example 1.2.1.

A =

1 2
3 4
5 6

 ∈ �3×2, B =

[
1 2 3 4
5 6 7 8

]
∈ �2×4.

A “vector” is just a one-dimensional array of numbers (or a two-dimensional array with one
of those dimensions only having length 1). We generally consider a vector as being a matrix
with m rows and 1 column; if it instead has 1 row and n columns we would refer to it as a
“row vector”. We can denote these in the same way as we do for matrices, although the “1” is
often dropped. Again, we can technically use any letter / symbol we want to name a vector,
although it is standard to use lower-case letters – some faculty also decorate their vectors with
bars/arrows on top or bottom to differentiate them from scalars.

Example 1.2.2.

w =
[
1 2 3

]
∈ �1×3, x =

[
1
2

]
∈ �2×1,

~y =
[
4 5 6 7 8

]
∈ �5, z =

3
4
5

 ∈ �3.

In this class I’ll try to just use an un-decorated lower-case letter (although I may add a bar/arrow
on top out of habit).

MATLAB variables: We can define a MATLAB variable by simply stating the variable name,
followed by an equals sign, =, followed by the variable value, e.g.

>> a = 2

>> b = 3

>> c = 1+2*i

>> d = b*c

Rules regarding MATLAB variable names:

• All variables must begin with a letter (no numbers or symbols).

• Variables may contain upper-case letters, lower-case letters, numbers and underscores (no
other symbols, such as %, ∼, &, −).

• Variable names are case-dependent, i.e. a 6= A.

• You may redefine a variable at any time to change its value.

Interactive MATLAB demo for entering and operating on matrices/vectors:

• We begin a matrix/vector with an opening square bracket, [

• We separate entries on a given row using either spaces or commas.

• We separate rows using semicolons or by moving to a new line.
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• We end a matrix/vector with a closing square bracket, ].

>> A = [1, 2; 3 4

5, 6]

>> B = [1, 2 3, 4; 5 6, 7 8]

>> w = [1 2 3]

>> x = [1;2]

>> y = [4,5,6,7,8]

>> z = [3

4

5]

• Note the Workspace pane, showing the shapes and names of each variable we’ve created.

• We can also inquire about all existing variables with the whos command:

>> whos

• We can specify a linearly-spaced row vector using so-called “colon notation”:

>> u = 2:6

>> v = 10:-2:0

• We take the [conjugate] transpose of a matrix/vector with the apostrophe symbol:

>> B’

>> y’

• We can create ‘special’ matrices/vectors with specific commands:

>> I = eye(5)

>> Z = zeros(4,2)

>> O = ones(2,6)

>> l = linspace(-1,1,9)

>> g = logspace(-1,1,9)

• We can perform an operation without displaying the result to the screen by ending the
command with a semicolon, and we can combine commands by separating them with
commas/semicolons:

>> C=2;

>> w = [1 2 3], d = [7 8 9];

>> f = [-2;1]; g = f’ ;

>> r = [0;2;2];

• We can do matrix-vector arithmetic using these objects, as long as the operations are
mathematically defined:
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>> c*A

>> w+d

>> x-f

>> w+g

>> w*r

>> r*w

>> A*f

>> A*B

>> y*y

• We can access/change matrix/vector entries by specifying the location in parentheses, ():

>> A, w

>> b = A(2,1)

>> A(2,1) = -7

>> w(1,3) = -2

>> w(3) = 4

• If we set a matrix/vector value outside the bounds of the existing object, MATLAB will
automatically grow the object to fit the new data:

>> x

>> x(7) = 1

• We can access/change a subset of a given matrix/vector combining the parentheses acces-
sors with “colon notation”. If we leave out a start or end index from colon notation it
defaults to the beginning/end of that dimension:

>> B

>> m = B(1:2,2)

>> n = B(:,1)

>> q = B(1,4:-1:1)

>> B(:,2) = 3*n

• There are numerous built-in functions for standard operations on vectors/matrices:

>> z

>> e = [-2;0;1]

>> C = [1 2; 3 4]

>> norm(z)

>> dot(z,e)

>> inv(C)

>> det(C)

>> eig(C)

• We can also do arithmetic operations on all entries of a matrix/vector by inserting a
period before the operator (note: these are not valid “mathematical” operations on such
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objects!!). We can also call built-in scalar functions, and they are applied to each entry
component-wise.

>> z.^2

>> z.*e

>> e./z

>> sin(z)

1.3 Real numbers in floating-point arithmetic

Unlike most areas of computer science that focus primarily on integers and strings, scientific
computing focuses on the set of real numbers, denoted with the symbol �. This contains all of
the “regular” numbers that you’re used to:

• integers: 7,−3, 0

• decimal numbers: 1.234, 0.05

• rational numbers: 1
3 ,

100
7

• irrational numbers:
√

2,
√

7

It does not contain imaginary/complex numbers (
√
−1, 2− 5i, 3 + j), nor does it contain ∞ or

−∞.

Question 1.3.1. How many real numbers exist between 0 and 1, i.e. how many x ∈ � satisfy
0 ≤ x ≤ 1?

Question 1.3.2. How many numbers can you store on your computer? (recall, a computer can
only store and operate on bits, 0’s and 1’s, that are used to represent things like numbers and
letters)

Since the first set is much larger than the second, numbers on a computer are typically only
approximations of actual real numbers. We denote this finite-dimensional set of computer-
representable “normalized floating-point numbers” with the symbol F. In fact, F ⊂ �, meaning
that all numbers in F are also in �, but not the reverse. When we enter any number x into a
computer (or calculator), it is approximated by the closest number in F, fl(x). For any x ∈ F
we’ll have fl(x) = x, but for most x ∈ � these are not equal.

Floating-point numbers are composed of three parts:

(a) the sign (+/−)

(b) the mantissa (significant digits)

(c) the exponent (magnitude)
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Graphically, we have that any x ∈ F is stored as

x = (−1)s (0.d1d2d3 . . . dm)β β
e

= (−1)s

(
m−1∑
i=0

diβ
−i

)
βe

• β is the “base” [in binary β = 2, in decimal β = 10]

• di ∈ {0, . . . , β − 1} are integers, with d1 6= 0

• e ∈ {emin, emax) is an integer

As a result of this storage format, both the magnitude and accuracy of any floating-point number
will depend on how much storage is allocated to the mantissa and the exponent:

• The largest positive representable number: xmax =
(∑m−1

i=0 (β − 1)β−i
)
βemax

• The smallest positive representable number: xmin = βemin

• If a number |x| > xmax then it will “overflow” to ±Inf

• If a number |x| < xmin then it will “underflow” to 0

Of these two, overflow is typically more catastrophic in scientific computing.

Example 1.3.3. In base 10, we have the representations:

• 1000.12345 = 0.10001234510 × 104

• 0.000812345 = 0.81234510 × 10−3

In base 2, we have the representations:

• 0.75 = 1
2 + 1

4 = 0.112 × 20

• 1.125 = 1 + 1
8 = 0.10012 × 21

Why do we care? The limited representation of numbers on a computer can lead to a loss of
accuracy in any algorithm!

• 1
3 cannot be exactly represented by a sum of powers of 1

2 , so it must be approximated
(13 − fl

(
1
3

)
6= 0).

• Consider base 10 with m = 6, and consider the calculation (1.0000011111 - 1):

fl(1.0000011111)− fl(1)

⇔
0.10000010 × 101 − 0.110 × 101 = 0

we call this “truncation error”

From the previous example, we see that there exists numbers x such that fl(1 + x) = 1. We also
surmise that there exists a “smallest number”, ε, such that fl(1 + ε) 6= 1. We call this ‘machine
epsilon’ or ‘unit roundoff’.
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There are two primary storage formats for floating-point numbers on modern computers (and
calculators):

• Single-precision (32-bit) – ’float’ in C/C++/Java:

– ε = 2−33 ≈ 1.2× 10−7 [7 significant digits]

– xmax ≈ 3.4× 1038

– xmin ≈ 1.2× 10−38

• Double-precision (64-bit) – ’double’ in C/C++/Java:

– ε = 2−52 ≈ 2.2× 10−16 [15-16 significant digits]

– xmax ≈ 1.7× 10308

– xmin ≈ 2.3× 10−308

There also exist “half” and “quad” precision formats, but these are rarely used.

In MATLAB, all numbers are stored by default as “double precision” floating point numbers,
although you can create a single precision number with the single command.

Interactive MATLAB demo:

>> diary <date>.txt

>> xd = 7;

>> xs = single(7);

>> n = 5; for i=1:n, xd = sqrt(xd); end; for i=1:n, xd = xd*xd; end; xd

>> n = 10; for i=1:n, xd = sqrt(xd); end; for i=1:n, xd = xd*xd; end; xd

>> n = 20; for i=1:n, xd = sqrt(xd); end; for i=1:n, xd = xd*xd; end; xd

>> n = 40; for i=1:n, xd = sqrt(xd); end; for i=1:n, xd = xd*xd; end; xd

>> n = 50; for i=1:n, xd = sqrt(xd); end; for i=1:n, xd = xd*xd; end; xd

>> n = 60; for i=1:n, xd = sqrt(xd); end; for i=1:n, xd = xd*xd; end; xd

>> n = 5; for i=1:n, xs = single(sqrt(xs)); end; for i=1:n, xs = xs*xs; end; xs

>> n = 10; for i=1:n, xs = single(sqrt(xs)); end; for i=1:n, xs = xs*xs; end; xs

>> n = 20; for i=1:n, xs = single(sqrt(xs)); end; for i=1:n, xs = xs*xs; end; xs

>> n = 30; for i=1:n, xs = single(sqrt(xs)); end; for i=1:n, xs = xs*xs; end; xs

>> diary off

Punch line: all computations using floating-point numbers will result in roundoff errors; the real
question is how much will these small errors affect the outcome of our algorithms. Do small
errors in our data result in small errors in our results, or like in the preceding example do these
small errors result in complete loss of accuracy? We’ll revisit these questions later on in Section
1.14.

1.4 Complex numbers

We will not typically use complex numbers in this class but in future classes you will, so let’s
spend a few minutes discussing these in MATLAB.
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The set of complex numbers is denoted with the symbol �. A complex number z is defined using
two real numbers x and y, corresponding to the real and imaginary parts of z:

z = x+ iy or z = x+ jy

(j is for the electrical engineers, i is for the rest of the world). These can be created in MATLAB
via the commands

>> z = x + i*y

>> z = x + j*y

>> z = complex(x,y)

(unless i or j have been redefined).

The [complex] conjugate of a complex number is given by the formula

z = x+ iy = x− iy.

This can be computed in MATLAB with the conj function, e.g. conj(z).

The magnitude (or absolute value) of a complex number is given by the formula

|z| = |x+ iy| =
√
x2 + y2.

This can be computed in MATLAB with the abs function, e.g. abs(z).

In MATLAB, although all numbers are generally considered as double precision real numbers,
if any operation can result in a complex number, the result is converted to a double precision
complex type. This makes sense if you do something like

√
−8, but can be surprising if you do

something like 3
√
−8, that we would expect to result in the value −2 but that actually returns

1 + 1.732050807568877i.

For those of you who have taken Linear Algebra and used MATLAB in that class, you may have
already seen this when computing matrix eigenvalues.

1.5 Summation and product notation

Throughout this semester we will use precise mathematical notation for sums and/or products
of numbers. While all of you have seen “summation notation” in the past (including earlier in
these notes), in my experience few of you currently appreciate using it. Fewer of you still have
used and/or appreciate product notation, so let’s spend some time to [re-]learn these.

1.5.1 Summation notation

We use the Greek capital letter Σ (“S” for “sum”) to indicate summation notation, with a
subscript indicating the index of summation and where it begins, and a superscript indicating
where the sum ends. If the starting index is higher than the ending index, the sum is defined to
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be zero. Some examples include:

4∑
i=−1

i2 = (−1)2 + (0)2 + (1)2 + (2)2 + (3)2 + (4)2

2∑
k=2

k = (2)

6∑
j=3

2 = (2) + (2) + (2) + (2)

1∑
l=2

l3 = 0.

As you learned in Calculus 2, we have a variety of summation identities; the following can be
useful later on this semester when we consider the “cost” of an algorithm:

m∑
k=1

c f(k) = c

m∑
k=1

f(k)

n∑
k=m

1 = (n−m+ 1)

m∑
k=1

k =
m(m+ 1)

2

m∑
k=1

k2 =
m(m+ 1)(2m+ 1)

6

m∑
k=1

k3 =

(
m(m+ 1)

2

)2

.

1.5.2 Product notation

Product notation is almost identical to summation notation, with a few key differences:

• We use the Greek capital letter Π (“P” for “product”) to indicate product notation.

• If the starting index is higher than the ending index, the sum is defined to be one.
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Some examples include:

4∏
i=−1

i2 = (−1)2 ∗ (0)2 ∗ (1)2 ∗ (2)2 ∗ (3)2 ∗ (4)2

2∏
k=2

k = (2)

6∏
j=3

2 = (2) ∗ (2) ∗ (2) ∗ (2)

1∏
l=2

l3 = 1.

We don’t have as many product notation identities, but here are a few that may prove useful
(all assume that m ≤ n if both are present):

m∏
k=1

c f(k) = cm
m∏
k=1

f(k)

n∏
k=m

1 = 1

n∏
k=m

k =
n!

m!
.

1.6 Loops:

In programming, a “loop” is a block of code that is executed repeatedly. The two dominant
types of loops in programming languages are:

• “for” loops: these repeat a prescribed number of times, typically with a counter that
increments/decrements at each iteration,

• “while” loops: these repeat for as long as a given condition is met.

As with any other programming language, MATLAB allows both types of loops. However, in
scientific computing, we strive to avoid “while” loops since if the stopping condition is never
met, they result in an infinite loop. In this class, I require that all loops be “for” loops.

These have the following form in MATLAB:

for counter = vector

repeated block of code

end

This is perhaps easiest to learn by considering two equivalent examples:

for k = [10 9 8 7 6 5 4 3 2 1]

v(k) = k+2;

end
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or equivalently

for k = 10:-1:1

v(k) = k+2;

end

which will both set 10 entries into the vector v: v(10)=12, v(9)=11, v(8)=10, v(7)=9, v(6)=8,
v(5)=7, v(4)=6, v(3)=5, v(2)=4, v(1)=3.

Both of the above examples show the basic format:

• the loop is encapsulated between the keywords for and end,

• the loop iteration variable follows the word for, and is itself followed by an = sign,

• following the = sign, a vector of any legal format is specified, indicating the values that
the iteration variable should assume at each iteration of the loop,

• statements between the for and end lines are repeated at each iteration, with the only
difference between them being the value of the loop iteration variable each time the block
of code is executed.

1.7 Functions

A mathematical function is merely a recipe that assigns to each set of inputs a unique set of
outputs, e.g.

f(x) = x2 + 2x+ 1, f(x, y) = x2 + y2,

f(x) =

[
2x
x2

]
, f(x, y, z) =

[
2xy 4
xz2 y

]
.

An computational function is no different, except that this recipe for assigning outputs to inputs
is defined in a programming language through an algorithm.

To use a MATLAB function, just type the function name, and provide inputs in parentheses
that follow the function name. If the function has multiple outputs, specify your name for these
outputs when calling the function, e.g.

>> y = cos(2*pi)

>> [m,n] = size(A)

Many built-in MATLAB functions have slightly different behavior based on how many input
and output arguments you provide. For example

>> x = ones(2,4);

>> d = size(x)

>> d = size(x,1)

>> [m,n] = size(x)

For all built-in MATLAB functions (and for your own if you format the files appropriately),
information on the allowable inputs and types of outputs for the function can be obtained using
the help or doc commands (doc is only available for built-in functions), e.g.
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>> help size

>> doc size

There are two ways to define a function in MATLAB:

1. Function m-files are plain text files ending with a suffix of .m. The first line of the file
must have a specific format, e.g.:

function [y1,y2,y3] = fname(x1,x2)

• The first word must be function

• Next is the set of outputs. If the function has more than 1 output these must be
grouped in square brackets, [], and separated by commas.

• Next is the name of the function. This name should be identical with the portion of
the filename preceding the .m; e.g. if a function named myawesomefunction should
be in a file named myawesomefunction.m. Function names must adhere to the same
rules as variable names.

• Next is the set of inputs to the function; these must be grouped in parentheses, (),
and separated by commas.

• The file contents may use the input variables, define new variables, perform calcula-
tions and call other functions. Somewhere within the file, all output variables must
be defined and given values.

• The only variables a function can see/use are those listed as inputs or defined within
the function file (variables defined in the calling function/script/interactive session
are hidden).

• MATLAB passes variables “by-value” into functions, meaning that if a function mod-
ifies the value of an input, the variable used by the calling routine is not changed.

• Any text preceded by a percent sign, %, is treated as a comment and is not interpreted
by MATLAB. You should use comments to thoroughly explain your code:

– Your name must be in comments near the top of every function file and script.

– Also near the top of every function file you must have comments to describe the
inputs to your function and the outputs you will return.

– You should include comment lines at key locations in your code to explain what
is going on, so that others can understand your code (and so that you can un-
derstand it later on).

• The file can end with the word end, although this is not technically required.

2. Anonymous functions may be defined anywhere in the MATLAB ecosystem, in an in-
teractive session, in a MATLAB script/program, or even inside another MATLAB function
file. These functions must be defined in a single line of text, having the following form:

fname = @(x1,x2) [output variable formulas]
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• The function name (actually a MATLAB variable containing the function handle)
must adhere to the same rules as variables.

• You can have as many inputs as you want.

• You can use other variables in the function, but those must be defined prior to
definition of the anonymous function, and they cannot be changed throughout the
life of that function.

• You can specify any shape of output you wish (scalar, vector, matrix, . . . ) in the
same manner that you define those objects in general.

• You can extend the line by using the MATLAB line continuation characters, ...

and continuing on the next line, but you cannot break the function definition into
multiple statements.

As with our previously-defined “rules” regarding MATLAB script m-files in this class, we have
the following rules regarding MATLAB function m-files in this class:

• Each function will start with the specially-formatted function line.

• Starting in the second line of each function file, you must include a comment header block
listing your name, the date, a description of the main goals of the file, a description of all
input variables, and a description of all output variables.

• Although MATLAB allows the construction of functions that can take in different numbers
of inputs (using the nargin function), or that can result in different numbers of outputs
(using the nargout function), you will not use those techniques in this class.

• Although MATLAB allows the specification of ‘global variables’ that can be accessed from
any script or function file, you will not use those techniques in this class.

Again, take note of the examples that I show in class – these all exhibit the correct structure,
including an appropriate level of description for input/output arguments (again, let me know if
I forget something).

1.8 Scope of variables

Now that we have discussed the three three primary components of any MATLAB code:

• a script,

• function m-files, and

• anyonymous functions (defined in either scripts or functions),

we need to better understand the “namespace” or “scope” of variables that are accessible within
these entities.

1.8.1 Script namespace

Since MATLAB considers scripts to just comprise a stored set of commands, it executes a script
by essentially just pasting the script contents inside the location where the script is called. As a
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result, MATLAB script files inherit the namespace of the entity that calls the script (interactive
session, script or function). Since we’ll typically only use a single script per program in this
class, and we will call that script from the interactive MATLAB session, it will be able to see
any variables that currently exist in that interactive session. Hence,

• any variables defined prior to running the script are available within the script, and

• any variables defined in the script are then available to the calling session/script/function
once that script finishes.

This is the cause of my “rule” that scripts must begin with the command clear – without it
your script may accidentally need to use variables that are left-over in your interactive session
from debugging/testing your code; however those variables will not be present in the interactive
session of whoever else runs your code (or if you just run it later on after restarting MATLAB).
Whereas if your script begins with the clear command and still runs correctly, it is guaranteed
to run correctly for others (unless you use strange MATLAB packages that are not installed on
the other computer).

1.8.2 Function m-file namespace

On the opposite end, a MATLAB function m-file can only see the variables defined in that file.
These variables must either be listed as inputs to the function, or they must be declared within
the file. This means that all variables declared in the interactive session, script or function file
that calls the function m-file are hidden from it, except for those that are explicitly passed in.
This also means that the names of variables are unique to the function.

For example, consider the following interactive session and corresponding function m-file.

Session:

>> x = 5;

>> y = 7;

>> z = 2;

>> [a,b] = myfunction(x);

MATLAB function m-file, myfunction.m:

function [p,q] = myfunction(r)

p = 2*r^2; % valid, since r is an input and it defines a new variable p

q = -cos(r); % valid, since r is an input and it defines a new variable q

t = 4-x; % INVALID, since there is no ’x’ INSIDE this function

end

• Since the function has two outputs, p and q, neither of which are inputs to the function,
then both must be created and given values inside the function. These occur on the second
and third lines. If we forget to define an output variable before a function completes,
MATLAB will typically stop with an error message.

• Even though the function is called with an input variable named x, inside myfunction

that variable is instead named r. Inside the function there does not exist a variable named
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x, which is the cause of the error on the fourth line.

• Even though the function names the two output variables as p and q, those names are
only valid inside the function; the calling routine is free to name the outputs whatever it
wants (here those are a and b). In fact, if we then entered the command

>> w = a+q;

in the interactive session, it would output an error saying that q does not exist.

1.8.3 Anonymous function namespace

Anonymous functions are somewhere in-between function m-files and scripts. While these are
indeed functions, they inherit all previously-defined variables in the namespace when they are
defined, with the only exception being that the input arguments to the anonymous function only
exist within the namespace of the anonymnous function. For example,

>> x = 1;

>> y = 5;

>> f = @(x) x+y;

>> y = 2;

>> f(6)

• When f is defined, it inherits the value of y, and defines f as the function

f(x) = x+ 5;

• It does not matter that there existed a variable x in the namespace before f was defined,
since it names the arbitrary input argument as x inside the definition of the anonymous
function.

• Even though the value of y is changed to equal 2, that occurs after f is defined, so the
anonymous function is still defined to equal f(x) = x+ 5.

• The final line will hence evaluate to 11 (and not 8).

1.9 Plotting

There are a variety of ways to plot in MATLAB. While the book focuses on fplot, that is only
really useful for functions (not data). An approach to plotting that works both for functions
and data is as follows:

• If you have a function, use it to define vectors of input/output data, e.g.

>> x = -3:0.01:5;

>> y = x.^2 - sqrt(x+2) + cos(5*x);

• Plot the data using the plot command, with input and output arrays of equal length
(inputs first), e.g.
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>> plot(x,y)

• Decorate your plot by adding axis labels and a title, e.g.

>> xlabel(’x’); ylabel(’y’); title(’Example plot’)

Example 1.9.1. Advanced plotting example:

>> x = -1:0.01:1;

>> T1 = cos(acos(x));

>> T3 = cos(3*acos(x));

>> T5 = cos(5*acos(x));

>> T7 = cos(7*acos(x));

>> figure(1)

>> subplot(4,1,1), plot(x,T1), xlabel(’x’), ylabel(’y’), title(’T1(x)’)

>> subplot(4,1,2), plot(x,T3), xlabel(’x’), ylabel(’y’), title(’T3(x)’)

>> subplot(4,1,3), plot(x,T5), xlabel(’x’), ylabel(’y’), title(’T5(x)’)

>> subplot(4,1,4), plot(x,T7), xlabel(’x’), ylabel(’y’), title(’T7(x)’)

>> figure(2)

>> plot(x,T1,’b-’), hold on

>> plot(x,T3,’r--’)

>> plot(x,T5,’k:’)

>> plot(x,T7,’m-.’), hold off

>> xlabel(’x’), ylabel(’y’), legend(’T1(x)’, ’T3(x)’, ’T5(x)’, ’T7(x)’)

>> figure(3)

>> plot(x,T1,x,T3,x,T5,x,T7), grid on

>> xlabel(’x’), ylabel(’y’), legend(’T1(x)’, ’T3(x)’, ’T5(x)’, ’T7(x)’)

1.10 MATLAB statements and programming

Like Python and Javascript, MATLAB is an interpreted language (as opposed to a compiled
language). As such when encountering any command (be it in the terminal, in a script or
in a function file), MATLAB first checks whether the command is legal (references existing
variables or calls a function or command in the MATLAB “path”). If the command is illegal,
MATLAB will issue an error message and stop execution of the commands/script/function. If
it is legal, MATLAB will process that command. By executing items one command at a time,
instead of verifying validity of an entire program before running anything, interpreted languages
are considered easier to learn and debug (although these are generally slower than compiled
languages).

1.10.1 if-elseif-else conditionals:

As with any programming language, we may perform actions contingent on whether other items
are true or false; these are typically encapsulated in ‘if-elseif-else’ statements. The syntax for
these in MATLAB is seen in the following example
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if (b^2-4*a*c > 0)

disp(’two real roots’)

elseif (b^2-4*a*c == 0)

disp(’one double root’)

else

disp(’no real roots’)

end

Note: this example also shows the disp statement that just ‘displays’ the given argument, as
well as the syntax for handling strings in MATLAB (must be enclosed in single-quotes).

Loops may be combined with logic statements to break out of a loop early based on a logical
condition (the ‘safe’ equivalent of a “while” loop):

for k = 1:10000000

...

if (condition)

break

end

end

Here if condition evaluates to ‘true’ at any iteration, the break statement indicates that
the loop should end at that instant, with control proceeding to any statements following the
enclosing loop’s end statement. Note: the upper iteration limit of 10000000 will [hopefully]
never be reached; instead it is just a finite upper bound so that if condition is never satisfied
then the loop will eventually terminate.

1.10.2 ans

This is the name of the output from the most recent command, if it is not specifically named.
It is then usable as a variable in the subsequent command, e.g.

>> r = 4;

>> pi*r^2

ans = 50.2655

>> volume = ans*7

volume = 351.8584

Note: in your projects for this class, I require that you name all of your variables instead of
relying on the default variable ans.

1.10.3 clear

As you have seen, once variables are introduced into a MATLAB session they typically persist
until shutting down MATLAB. At any time in a MATLAB interactive session, in a MATLAB
script, or even in a MATLAB function you may delete specific/all variables from the MATLAB
workspace, using the clear command, e.g.

>> whos
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Name Size Bytes Class Attributes

ans 1x1 8 double

r 1x1 8 double

volume 1x1 8 double

>> clear volume

>> whos

Name Size Bytes Class Attributes

ans 1x1 8 double

r 1x1 8 double

>> clear

>> whos

>>

Note: As we will discuss soon, MATLAB scripts share the default MATLAB workspace, so if
you have been trying things out for a while, it is likely that variables exist in your workspace but
that are missing from your script. This can cause your a homework/project to run when you
test it, but to fail when anyone else runs it. This is why I earlier specified the requirement that
all MATLAB scripts turned in for this class include clear as the first line of code.

1.10.4 Relational operators:

As with any programming language, we may test the relative size of two items. These use the
relational operators:

• >: strictly greater than

• >=: greater than or equal to

• <: strictly less than

• <=: less than or equal to

• ==: exactly equal to

For example,

>> (5<7)

ans =

logical

1

>> 5<5

ans =

logical

0

>> 5<=5

ans =

logical

1

>> 5==5

ans =
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logical

1

Here ‘1’ corresponds with “true” and ‘0’ with “false”.

1.10.5 Logical operators:

As with any programming language, we may combine logical operators together:

• &: logical ‘and’ [&& is also allowed]

• |: logical ‘or’ [|| is also allowed]

• ~: logical ‘not’

For example,

>> (5<7) & (1<1)

ans =

logical

0

>> (5<7) | (1<1)

ans =

logical

1

>> ~(2<=2)

ans =

logical

0

1.11 Constructing a MATLAB program

Let’s put these techniques together into a single MATLAB program, so that we can get a “feel”
for how to use these pieces together.

We’ll construct a program to examine the population dynamics predicted by a discrete dynami-
cal system. I’ll use an example from a homework in my Intro. Linear Algebra class – a discrete
dynamical model of a zombie apocalypse.

In this model, we’ll consider three distinct zombie populations: infected human, fast zombies,
slow zombies. We organize the zombie population on a particular day k into a vector ~xk, and we
define the matrix A that describes “birth”/transition/death rates of each stage of the population
as

~xk =

 ik
fk
sk

 A =

 0 3 0.1
1− r 0.6 0

0 0.3 0.4

 ,
where here we have assumed that in each day:

• 3 humans are infected by fast zombies, but only a tenth of the slow zombies infect a human,
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• a fraction r of infected humans are euthanized to prevent the outbreak, but the rest become
fast zombies,

• 10% of the fast zombies are killed and 30% are injured (turning them into slow zombies),

• and 60% of the slow zombies are killed.

With these defined, we can model the population of each group on day k + 1 of the zombie
outbreak by ~xk+1 = A~xk.

The dominant eigenvalue of A will dictate the outcome of the zombie outbreak. We’ll try three
values of r: 0.87795, 0.86885 and 0.85945. Our program should do the following for each value
of r:

• Construct the matrix A.

• Assuming an initial population of 20 infected humans, i.e. ~x0 =

 20
0
0

 predict the number

of each over the next 200 days. We’ll use a function for this.

• Plot these populations, adding the dominant eigenvalue for each to the title of the plot.

We’ll do this with one script and two functions. The script will be the “driver” of our program,
setting the values of r and calling the functions to do the work. The first function will take A
as input and compute the prediction of the populations over 200 days, outputting these vectors.
The second function will take the prediction arrays as input, along with a string for the plot
title, and will handle the plotting.

Let’s start with the function to compute the model predictions:

function [i,f,s] = dds_predict(A,i0,f0,s0,days)

% usage: [i,f,s] = dds_predict(A,i0,f0,s0,days)

%

% This function computes the predictions of a discrete dynamical

% system over a desired number of days, where to transition from one

% day to the next we use the formula

% x_{k+1} = A*x_{k}

%

% Inputs: A - 3x3 matrix defining the DDS model

% i0, f0, s0 - initial states of each species at day 0

% days - number of days to run the model

% Outputs: i, f, s - arrays containing the species populations over

% the specified interval

%

% Daniel R. Reynolds

% Math 3315 / CSE 3365 @ SMU

% Spring 2018

% initialize outputs

i = zeros(1,days+1);
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f = zeros(1,days+1);

s = zeros(1,days+1);

% fill initial state vector

x = [i0; f0; s0];

% loop over duration, performing DDS model and storing outputs

for d=1:days

x = A*x;

i(d+1) = x(1);

f(d+1) = x(2);

s(d+1) = x(3);

end

and now the plotting function:

function [] = dds_plot(i, f, s, title_string)

% usage: [] = dds_plot(i, f, s, title_string)

%

% This function plots the results from a discrete dynamical

% system in a new figure window, using the specified title.

%

% Inputs: i, f, s - arrays containing the species populations

% title_string - string containing title to use

% Outputs: none

%

% Daniel R. Reynolds

% Math 3315 / CSE 3365 @ SMU

% Spring 2018

% verify that inputs are the same length

days = length(i)-1; % data starts at day 0 and goes for ’days’ days

if (days ~= length(f)-1)

error(’i and f are different lengths’)

end

if (days ~= length(s)-1)

error(’i and s are different lengths’)

end

% fill array for horizontal coordinate in plot

t = 0:days;

% generate plot

figure()

plot(t,i,t,f,t,s)

xlabel(’time (days)’)

ylabel(’populations’)

legend(’infected’,’fast’,’slow’)

title(title_string)
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and finally the script:

% This script computes the predictions of a model of a zombie

% apocalypse, based on three different ’culling’ rates of infected

% humans.

%

% Daniel R. Reynolds

% Math 3315 / CSE 3365 @ SMU

% Spring 2018

clear

% set values of r

rvals = [0.87795, 0.86885, 0.85945];

% for each value of r:

% generate A and determine dominant eigenvalue

% generate model predictions

% plot results

for r=rvals

A = [0 3 0.1; 1-r 0.6 0; 0 0.3 0.4];

dominant_eigenvalue = max(abs(eig(A)));

[ivec,fvec,svec] = dds_predict(A,20,0,0,200);

thistitle = sprintf(’Zombie population for |\\lambda_{max}| = %g’, ...

dominant_eigenvalue);

dds_plot(ivec, fvec, svec, thistitle)

end

1.12 Errors in Scientific Computing

In scientific and engineering computation, there are a multitude of sources of error:

(a) Modeling error – all equations in science and engineering are only models of reality; and
none of these models can capture all of the things affecting a problem. As such, there will
always be modeling error present in our disciplines. Often the biggest error that we can
make is to assume that a model is perfect.

(b) Truncation error – we have already seen this when considering floating-point arithmetic;
the difference |x− fl(x)| is known as truncation error.

(c) Approximation error – when using an algorithm to approximate the solution to a problem,
we may often allow the algorithm to work harder to obtain a more accurate answer. If
you stop this process “early” then your approximation of the solution is inaccurate. This
is the approximation error.

When considering scientific computing (especially in this class), we typically do not consider
modeling error, and instead focus on truncation and approximation error.

Mathematically, if we consider the “true” answer to the model as x and the output of our
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computational algorithm as x̂, then we can consider two ways of measuring the error:

eabs = |x− x̂| [absolute error]

erel =
|x− x̂|
|x|

[relative error].

The latter is only defined if x 6= 0.

The preceding definitions of absolute and relative error both make an assumption that does not
always hold in scientific computing: we know the correct answer, x. What frequently occurs
in scientific computing is that we will first test algorithms on problems where we know the
analytical solution (to help fix “bugs” in the code), but our primary goal is to use these tools on
problems where the analytical solution is not known. In many algorithms, we therefore want to
estimate the absolute or relative error in a computed solution. At the end of this section we’ll
discuss some techniques we use for this goal.

With regard to the ability to “work harder” to decrease the approximation error, we typically
consider some parameter that corresponds to this work. Two standard choices are used:

(1) If we ’discretize’ a continuous problem into many small parts, we may think of the size of
a ’typical’ part as h, so as h→ 0 we work “harder”.

(2) If we measure the amount of work as a function of the “problem size” n, then as n→∞
we work “harder”.

We’ll focus on (1) for now, and relate this to (2) soon.

A natural question then arises: as our effort increases, do we obtain the “right” answer?

Definition 1.12.1 (Convergence). A sequence {xh} converges to a solution x if for any value
of ε > 0, ∃H such that

|x− xh| < ε, ∀h ≤ H,

i.e. as we refine our discretization, we can force the error to be below any desired quantity.
Equivalently,

lim
h→0
|x− xh| = 0,

or as our discretization refines to the infinitesimally small, the error goes to zero.

Another question naturally arises: as our effort increases, how quickly does the error decrease?

Definition 1.12.2 (Orders of convergence). Assume a sequence xh → x as h→ 0. We say that
this converges with order p if there exists some C > 0, C independent of h, such that

|x− xh| ≤ Chp

i.e. if we halve h then our error reduces by a factor of 2p.

The above order of convergence is typically denoted with a shorthand called “big-Oh nota-
tion”.
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Definition 1.12.3 (big-Oh notation for orders of convergence). Assume that an sequence xh →
x as h→ 0. If the error eh = x− xh satisfies the inequality

|eh| ≤ C1h
p + C2h

p+1 + C3h
p+3 + . . .

then we say that the sequence converges with O(hp).

• p does not actually need to be an integer; a solution could converge with O
(
h0.5

)
.

• Since h → 0, the largest (or dominant) term on the right is C1h
p since hp+1 � hp as

h→ 0.

• The non-dominant terms need not have powers that are integer increments; we consider
only the most dominant term as h→ 0 to determine the order of convergence of a solution.

If we have performed a numerical experiment and have two sets of data, {hk} and {ek}, corre-
sponding to a set of refinement parameters and the resulting errors associated with those, then
we may compute the order of convergence from our experiments:

e = Chp ⇔ log(e) = log(Chp)

⇔ log(e) = log(C) + log(hp)

⇔ log(e) = log(C) + p log(h)

⇔ log(e) = b+ px.

This last equation shows the pattern: if we plot the data in a log-log scale, then if our x is the
log of our h value, and if our y is the log of our e value, this plot should be a straight line,
and the slope of that line should be p. For any pair of neighboring experiments, (hk, ek) and
(hk+1, ek+1), the slope of the line connecting these points is an approximation of p:

pk =
log(ek+1)− log(ek)

log(hk+1)− log(hk)
=

log
(
ek+1

ek

)
log
(
hk+1

hk

) .
Based on the idea of convergence, we may now consider the question of techniques for estimating
the error in a numerical method. One typical technique relies on a-priori knowledge that the
algorithm should converge at a “good” order, i.e. |eh| is O(()hp) with p > 1. When this occurs,
then if the solution is converging it is prudent to assume that |eh/2| � |eh|, and so one may
approximate

|eh| = |x− xh| = |x− xh/2 + xh/2 − xh|
≤ |x− xh/2|+ |xh/2 − xh| = |eh/2|+ |xh/2 − xh|
≈ |xh/2 − xh|,

i.e. we can approximate the error in our approximate solution by comparing it against a better
approximation of the solution. Grain of salt: there was a big “if” in the above argument, so we
must take care when using such an approach.
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1.13 The “cost” of an algorithm

When thinking about how “powerful” a computer is, we typically think about the processor
speed (and nowadays the number of cores) – a 3.2 GHz processor is one that can perform 3.2
billion floating-point operations per second (flops). This gives rise to a natural question, for a
given algorithm and a given problem size n, how many of these operations must be performed?
We therefore define the the “cost” of an algorithm as the number of floating-point operations
that must be performed as a function of the problem size.

Note 1.13.1. In reality, the speed of modern scientific computing algorithms is primarily dom-
inated by the amount of data that must be moved between memory and the CPU (or across a
network when using parallel computing). That is often roughly proportional to the number of
operations that must be performed, so this classical definition of “cost” is still relevant.

When considering an algorithm’s cost, we don’t typically care about the exact number of oper-
ations, only how these scale, i.e. is the cost proportional to n, to n2, . . .? We again denote this
cost using “big-Oh” notation.

Definition 1.13.2 (big-Oh notation for algorithmic cost). Assume that an algorithm, when
applied to a problem of size n, requires

apn
p + ap−1n

p−1 + . . .+ a1n+ a0

floating-point operations to complete. We say that the cost of the algorithm is O(np).

• p does not actually need to be an integer; an algorithm could have O
(
n2.376

)
complexity.

• The non-dominant terms need not be polynomial at all; we consider only the most dominant
term as n→∞ to determine the complexity of an algorithm.

To compute the precise “cost” of an algorithm, we may use summation notation for each loop,
and use our Calculus 2 tricks to simplify the result, as seen in the following example.

Example 1.13.3. Assuming that all costs from an algorithm are due to floating-point arithmetic,
and that the cost of any arithmetic operation is the same, compute the cost of the following
algorithm.

for i=1:n

for j=1:i-1

b(i) = b(i) - A(i,j)*x(j);

end

x(i) = b(i) / A(i,i);

end

We can annotate the code using summation notation: the first line becomes:

for i=1:n ⇒
n∑
i=1

(
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the second line becomes

for j=1:i-1 ⇒
i−1∑
j=1

(
the third line has one multiplication and one subtraction, so it becomes

b(i) = b(i) - A(i,j)*x(j) ⇒ 2

the fourth line closes the “j” loop, so it becomes

end ⇒
)

the fifth line has one division, so it becomes

x(i) = b(i) / A(i,i) ⇒ 1

and the sixth line closes the “i” loop, so it becomes

end ⇒
)

Putting all of these together, we have

cost =

n∑
i=1

 i−1∑
j=1

(2) + 1

 =

n∑
i=1

2

i−1∑
j=1

(1) + 1

 =

n∑
i=1

(2(i− 1) + 1)

=
n∑
i=1

(2i− 1) = 2
n∑
i=1

i−
n∑
i=1

1 = 2
n(n+ 1)

2
− n = n2 + n− n = n2.

In reality, not all arithmetic operations have the same cost, with the cheapest being multiplica-
tion, followed by addition/subtraction, followed by division, followed by intrinsic functions (cos,
exp, etc.). Moreover, the runtime of an algorithm depends on many other factors, the foremost
among them being the amount of data that must be transferred from disk or memory to the
processor and back. However, since the number of operations is often related to the amount of
data that is accessed/transferred, arithmetic cost is still a remarkably useful predictor of runtime
for a program.

1.14 Conditioning and Stability of Numerical Methods

A fundamental challenge in scientific computing is that we attempt to come up with algorithms
that will work for “all” problems, yet some problems are fundamentally more difficult to solve
than others.

Example 1.14.1. Consider the following linear system of equations:

x+ 1000y = −500, 2x+ 2005y = −1005,

that has analytical solution x = 500, y = −1.
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Let’s first solve the problem assuming that we can store four significant digits at each step (i.e.
the original problem is unchanged). Let’s solve the first equation for x in terms of y, substitute
into the second to solve for y, and plug that in to find x:

x = −1000y − 500, 2(−1000y − 500) + 2005y = −1005

⇔
x = −1000y − 500, 5y = −5

⇔
y = −1, x = 1000− 500 = 500.

Let’s do the problem again, but this time assume that we can only store three significant digits
at each step, and that if intermediate calculations would result in more than 3 digits we round
up to the nearest 3-significant-digit number. The original problem now changes slightly:

x+ 1000y = −500, 2x+ 2010y = −1000,

so using the same solution approach as before, we obtain:

x = −1000y − 500, 2(−1000y − 500) + 2010y = −1000

⇔
x = −1000y − 500, 10y = 0

⇔
y = 0, x = 0− 500 = −500,

so in this simple example the loss of only a single digit of accuracy resulted in errors of 100%

in y
(
|−1−0|
|−1| = 1

)
and 200% in x

(
|−500−500|
|500| = 2

)
.

Other problems are less-sensitive to small errors:

Example 1.14.2. Consider the following linear system of equations:

x+ 1000y = −500, x− 1005y = 1505,

that has analytical solution x = 500, y = −1.

Solving this with four significant digits at each step, we obtain

x = −1000y − 500, −1000y − 500− 1005y = 1505

⇔
x = −1000y − 500, −2005y = 2005

⇔
y = −1, x = 1000− 500 = 500,

and solving this with three significant digits, the problem becomes

x+ 1000y = −500, x− 1000y = 1510,
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which we solve to obtain:

x = −1000y − 500, −1000y − 500− 1000y = 1510

⇔
x = −1000y − 500, −2000y = 2010

⇔
y = −1.005→ y = −1.01, x = 1010− 500 = 510,

which has errors of 1% in y
(
|−1+1.01|
|−1| = 0.01

)
and 2% in x

(
|−510−500|
|500| = 0.02

)
.

We therefore put problems into two categories: well-conditioned and ill-conditioned.

Definition 1.14.3 (conditioning). Assume that the solution to a problem can be represented as
a function f that takes a set of input data, x, and outputs a solution, y = f(x).

We say that the problem is well-conditioned if

‖f(x+ δ)− f(x)‖
‖f(x)‖

≤ C ‖x+ δ − x‖
‖x‖

= C
‖δ‖
‖x‖

and where C is a constant, independent of δ, that is not “too large”. In other words, small relative
errors in the data x→ x+ δ result in small relative changes in the solution f(x)→ f(x+ δ), as
we saw in Example 1.14.2. Note: the formula above uses norms, ‖ ·‖, instead of absolute values,
| · |, in case x and/or f are vector-valued, but you can think of these as just absolute values in
the scalar case if you’d like.

We say that a problem is ill-conditioned if the opposite is true: small relative errors in the data
result in large relative changes in the solution, as we saw in Example 1.14.1.

Unfortunately, “small” and “large” are rather subjective, and are often problem-type-dependent
(e.g. solving a linear system vs computing a numerical integral).

When performing computations on a computer, the quality of result that we eventually obtain
is therefore strongly dependent on the interaction of the conditioning of a problem and the
presence of floating-point approximation error. An additional complication is the fact that for
any given problem we may have multiple potential algorithms that can be used, and each of
these algorithms may behave differently when faced with poorly-conditioned problems and/or
floating-point approximation error.

For example, recall our earlier example where we first computed

y = x1/(2n),

then computed
z = y(2n)

and we compared the input x to the output z; as n increased the accumulation of floating-point
roundoff rendered the results completely inaccurate!

An obvious means of rectifying this problem is to transform the problem so that we can find a
different algorithm to compute the same solution:

z = y(2n) = z =
(
x1/(2n)

)(2n)
= x(2n)/(2n) = x,
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so if we had just ran

>> xd = 7;

>> xs = single(7);

>> n = 5; zd = xd; zd

>> n = 10; zd = xd; zd

>> n = 20; zd = xd; zd

>> n = 40; zd = xd; zd

>> n = 50; zd = xd; zd

>> n = 60; zd = xd; zd

>> n = 5; zd = xd; zd

>> n = 10; zd = xd; zd

>> n = 20; zd = xd; zd

>> n = 30; zd = xd; zd

we would have always achieved the correct answer.

We therefore must consider how different algorithms for solving a problem behave in the presence
of errors – algorithms that cannot recover from minor errors are called “unstable”, whereas
algorithms that work well in spite of small errors in data/arithmetic are called “stable”. The
standard definition of numerical stability is remarkably similar to conditioning:

Definition 1.14.4 (numerical stability). Assume that an algorithm can be represented as a
function f that takes a set of inputs, x and produces a set of outputs, y = f(x). When the
algorithm is performed in floating-point arithmetic, the algorithm itself is only approximate,
resulting in a floating-point version of the algorithm, f̃(x).

We say that the algorithm is numerically stable if

‖f̃(x)− f(x)‖
‖f(x)‖

≤ C‖ε‖

and where C is a constant, independent of the machine roundoff ε, that is not “too large”; or
again, do small errors in the arithmetic operations x→ x(1 + ε) result in small changes in the
output f(x)→ f̃(x).

Algorithms that demonstrate large errors in outputs due to accumulation of arithmetic errors
are called numerically unstable.

As with the conditioning of a problem, “small” and “large” are again subjective and context-
dependent.

It can be very challenging to analytically work through all of the details in how floating-point
arithmetic errors can add to, and propagate through, an algorithm (so-called forward error
analysis or direct error analysis). What is much more widely used in numerical analysis is so-
called backward error analysis. The idea behind this is rather simple: if performing an algorithm
should compute y = f(x), then instead of asking about how errors appear in performing an
algorithm (forward error analysis):

ỹ = f̃(x) ⇒ ‖ỹ − y‖
‖y‖

=?
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we assume that the algorithm computed the exact solution to a related problem, and ask about
how close the problems are to one another:

ỹ = f(x̃) ⇒ ‖x̃− x‖
‖x‖

=?

i.e. the algorithm “gives exactly the right answer to nearly the right question” [Trefethen].

We will not dwell on the topics of forward/backward error analysis much this semester, but
the book contains some interesting investigations of these topics (sections 3.3.2, 5.5, 8.6, . . . ),
and you will almost certainly encounter these again in upper-level computational mathematics
courses.

1.15 Mathematical Background

We’ll finish off this chapter with a review of some of the main topics from prerequisite courses
that we will need during the remainder of this semester. While all of these topics should be
familiar, pay attention to any new notation that you have not used in the past, as well as any
theorems that you did not previously learn.

1.15.1 Polynomials

Definition 1.15.1. We denote the set of polynomials of degree less than or equal to n as Pn,
e.g. if p ∈ Pn then

p(x) = a0 + a1x+ a2x
2 + . . .+ anx

n,

where in this course, ak ∈ � (although more generally ak ∈ �).

Example 1.15.2. Which of the following functions are in P4?

f(x) = 2x4 − 3x2 + x− 1,

g(x) = x4 − ex,
h(x) = −2x3 + 7x.

Both f and h are in P4, but due to the term ex it is obvious that g /∈ P4. The most challenging
part of this example for most students is that h ∈ P4, but noting that

h(x) = −2x3 + 7x = 0x4 − 2x3 + 0x2 + 7x+ 0,

and the fact that 0 ∈ �, we see that h satisfies the above definition.

Mathematicians generally like polynomials – they are easy to write down and are easy to differ-
entiate and integrate. Computers also like polynomials since they may be evaluated using only
addition and multiplication, two of the fastest operations a computer can perform.

We will work with polynomials repeatedly throughout this class.
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1.15.2 Integration and differentiation

Throughout the remainder of this semester, we will make use of a number of properties from
Calculus 1 and 2. The main ones of these are listed below.

Definition 1.15.3 (Differentiable). A function f defined on an interval [a, b] is differentiable
at a point x ∈ (a, b) if the limit

f ′(x) = lim
h→0

f(x+ h)− f(x)

h

exists and is finite.

Definition 1.15.4. If a function f is continuous, and its first p derivatives f (k), k ≤ p, are
also continuous, then we say that the function f is in the space Cp([a, b]), or that f is p-times
continuously differentiable.

C0([a, b]) is the set of all continuous functions over the interval [a, b].

Theorem 1.15.5 (Fundamental theorem of calculus). If f ∈ C0([a, b)), then there exists a
function

F (x) =

∫ x

a
f(t) dt, ∀x ∈ [a, b).

The function F ∈ C1([a, b)) is called the antiderivative (or “primitive”) of f , and satisfies

F ′(x) = f(x) ∀x ∈ [a, b).

Theorem 1.15.6 (First mean-value theorem for integrals). If f ∈ C0([a, b)) and we have two
points x1, x2 ∈ [a, b) such that x1 < x2, then there exists a point c ∈ (x1, x2) where

f(c) =
1

x2 − x1

∫ x2

x1

f(t) dt.

Theorem 1.15.7 (Mean-value theorem). If f ∈ C0([a, b]) and f is differentiable in (a, b), then
there exists a point c ∈ (a, b) such that

f ′(c) =
f(b)− f(a)

b− a
.

Theorem 1.15.8 (Intermediate value theorem). If f ∈ C0([a, b]) and if f(a)f(b) < 0, then
∃c ∈ (a, b) such that f(c) = 0.

Theorem 1.15.9 (Taylor’s theorem). If f ∈ Cn((a, b)) and c ∈ (a, b), then f can be approxi-
mated by a Taylor polynomial of degree n at the point c, given by

pn(x) = f(c) + f ′(c)(x− c) +
f ′′(c)

2
(x− c)2 + . . .+

f (n)(c)

n!
(x− c)n

=

n∑
k=0

f (k)(c)

k!
(x− c)k.
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Moreover, if f ∈ Cn+1((a, b)), then the error in this approximation is given by

En+1(x) = f(x)− pn(x) =
f (n+1)(d)

(n+ 1)!
(x− c)n+1,

where d is an unknown point somewhere between x and c.

Theorem 1.15.10 (Taylor’s theorem (alternate form)). Let f ∈ Cn+1([a, b]). Then for any
x ∈ (a, b) and any h such that x+ h ∈ [a, b],

f(x+ h) = pn(h) + En+1(h)

= f(x) + hf ′(x) +
h2

2
f ′′(x) + . . .+

hn

n!
f (n)(x) +

hn+1

(n+ 1)!
f (n+1)(d),

where d is an unknown point somewhere between x and x+ h.

The moment we have a formula for the error in an approximation, we immediately have two
types of problems that we should expect:

Example 1.15.11. Consider the function f(x) = e2x. Find an upper bound for the error in
using the Taylor polynomial of degree 5, around the point c = 0, for approximating f in the
interval [−1, 1].

The error formula in Taylor’s theorem is

f (n+1)(d)

(n+ 1)!
(x− c)n+1,

so to use c = 0, n = 5 and f(x) = e2x, we must first find the pattern for derivatives of f :

f ′(x) = 2e2x, f ′′(x) = 4e2x, . . . , f (k)(x) = 2ke2x.

We now plug this information into the error formula, taking absolute values (to “bound” the
error): ∣∣∣∣∣f (6)(d)

6!
(x− 0)6

∣∣∣∣∣ =

∣∣∣∣26e2d6!
x6
∣∣∣∣ ≤ 26

6!
max

d∈[−1,1]

∣∣∣e2d∣∣∣ max
x∈[−1,1]

∣∣x6∣∣ =
26e2

6!
≈ 0.6568.

Example 1.15.12. Consider the function f(x) = e2x. What is the minimim-degree Taylor
polynomial around c = 0 that would be needed to ensure that the error in approximating f in the
interval [−1, 1] is below 10−2?

We reuse the pattern for derivatives of f that we computed in the preceding example, but this
time we need to solve for the smallest integer n such that

max
d,x∈[−1,1]

∣∣∣∣∣f (n+1)(d)

(n+ 1)!
(x− 0)n+1

∣∣∣∣∣ < 10−2.
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Plugging things in, and again breaking apart the absolute value, we have

max
d,x∈[−1,1]

∣∣∣∣2n+1e2d

(n+ 1)!
xn+1

∣∣∣∣ < 10−2

⇔
2n+1

(n+ 1)!
max

d∈[−1,1]

∣∣∣e2d∣∣∣ max
x∈[−1,1]

∣∣xn+1
∣∣ < 10−2

⇔
2n+1

(n+ 1)!
e2 < 10−2.

Since e2 ≈ 2.7182 < 9, we can try successive values of n until we obtain 2n+1

(n+1)! <
1

900 = 0.00111,

n = 5 → 26

6!
=

64

720
,

n = 6 → 27

7!
=

128

5040
,

n = 7 → 28

8!
=

256

40320
,

n = 8 → 29

9!
=

512

362880
,

n = 9 → 210

10!
=

1024

3628800
≈ 0.000282 < 0.00111.
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