
Math 3316, Fall 2016
Due Nov. 3, 2016

Project 3 – Polynomial Interpolation The first two sections of this project will be checked
in lab the week of Oct. 24-26 – this completion grade will count for 10% of the overall project.
The final project is due by 5:00 pm on Thursday, November 3 and should be uploaded to Canvas.
Instructions on what should be turned in are included at the end of this document.

Late work will lose points based on the following schedule:

1 minute to 24 hours 10 points
24 hours to 48 hours 20 points
48 to 72 hours 30 points
72 to 96 hours 40 points
over 96 hours no credit

1. Newton Interpolation: In this part of the project, you are asked construct an interpolat-
ing polynomial in Newton form following the instructions below.

Suppose you are asked to interpolate n + 1 distinct data points (x0, y0), (x1, y1), · · · , (xn, yn)
by a polynomial of formal degree n using Newton form as

pn(x) = a0 + a1(x− x0) + a2(x− x0)(x− x1) + · · ·
+an(x− x0)(x− x1) · · · (x− xn−1). (1)

The construction of Newton form is the process for determining the n+1 unkown coefficients a0,
a1, · · · , an using the n+ 1 interpolating conditions pn(x0) = y0, pn(x1) = y1, · · · , pn(xn) = yn.
We know that if one more data point (xn+1, yn+1) is added to the previous n + 1 data points,
the new interpolating polynomial of degree n + 1 that interpolates the expanded data set (the
n+ 1 old points plus one new point) can be simply written as

pn+1(x) = pn(x) + an+1(x− x0)(x− x1) · · · (x− xn). (2)

The extra coefficient an+1 may be determined from the added interpolating condition pn+1(xn+1) =
yn+1 as

an+1 =
yn+1 − pn(xn+1)

(xn+1 − x0)(xn+1 − x1) · · · (xn+1 − xn)
. (3)

This gives us a recursive formula to find the coefficients a1, a2, · · · , by starting with the constant
polynomial (of degree 0) p0(x) = a0 = y0 and letting n take the values 0, 1, · · · in the above
formula, Equation (3).

To be more precise, you start with p0(x) = a0 = y0, which interplates only the first data point
(x0, y0). If you let n = 0 in Equation (3), you obtain

a1 =
y1 − p0(x1)
(x1 − x0)

, (4)

giving the interpolating polynomial through the two data points (x0, y0) and (x1, y1):

p1(x) = a0 + a1(x− x0). (5)



If you now let n = 1 in Equation (3), you obtain

a2 =
y2 − p1(x2)

(x2 − x0)(x2 − x1)
, (6)

so the interpolating polynomial through the first three data points (x0, y0), (x1, y1) and (x2, y2)
is:

p2(x) = a0 + a1(x− x0) + a2(x− x0)(x− x1). (7)

You can continue this process until you obtain all the coefficients in Newton form for any given
set of data points.

As indicated by Equation (3), when using the above resursion you need to evaluate pn(x), i.e.
Euqation (1), at x = xn+1 to obtain pn(xn+1), which can be done using nested multiplication (see
Project 1). Similarly, you need to compute the product (xn+1 − x0)(xn+1 − x1) · · · (xn+1 − xn);
this may be thought of as evaluating the Newton’s basis function

φn+1(x) = (x− x0)(x− x1) · · · (x− xn) (8)

at x = xn+1.

Now, you must write three C++ functions to fulfill the above construction process.

The first one is

double Newton_basis(Matrix& xnodes, int n, double x)

This function should evaluate the Newton basis function φn+1(x) defined in Equation (8). The
nodes x0, x1, · · · , xn are passed to the function as a matrix object. The function receives the
value of x and returns the evaluation.

The second function is

double Newton_nestedform(Matrix& a, Matrix& xnodes, double x)

This function should evaluate the Newton form pn(x) defined in Equation (1) using nested mul-
tiplication (Horner’s method). The coefficients a0, a1, · · · , an and the nodes x0, x1, · · · , xn are
passed to the function as matrix objects. The function receives the values of x as the input and
returns the evaluation pn(x) as the output.

The third m-function is

Matrix Newton_coefficients(Matrix& xnodes, Matrix& ynodes);

This is used to construct the Newton form of an interpolating polynomial. The two input matrix
objects should contain the x-values and y-values of the data points (x0, y0), (x1, y1), · · · to be
used by the function. The output matrix object contains the coefficients a0, a1, · · · for the New-
ton form. It should be clear to you that this function implements the recursion in Equation (3)
and needs to call the first two functions.



Finally, you are asked to write a C++ file test Newtonform.cpp to test your functions by in-
terpolating the data (xi, yi) (0 ≤ i ≤ 4) generated by the polynomial f(x) = 3.1x4 + 2.3x3 −
6.6x2 + 8.7x+ 7.9, where the nodes xi are −2, −1, 0, 1, 2, and yi = f(xi). After you construct
the interpolating polynomial p4(x) (of formal degree 4) in Newton form, plot in one figure your
interpolating polynomial p4(x) along with the function f(x), by evaluating them both at 201
equally spaced x-values on the interval [−3, 3]. In another figure, plot the error f(x) − p4(x)
using the same 201 points. Make sure your plots are annotated. Theoretically, do you expect
that p4(x) and f(x) are the same? Why or why not? Do your plots verify your expectation?
Comment on the amplitude of the computed error in your second plot.

2. Multi-dimensional interpolation: A C++ function Lagrange() for evaluating the poly-
nomial interpolant of a set of data points using the Lagrange basis has been provided on the
course web page in the file Lagrange.cpp. Now we want use this function to carry out multi-
dimensional interpolation.

The simplest approach for interpolation of functions of multiple variables is when the data is
regularly-spaced over a rectangle, and when the interpolant is created as a multi-dimensional
version of the Lagrange interpolating polynomial. We will pursue that approach here.

Consider the nodal positions {xi}mi=0 and {yj}nj=0, that define the (m+1)(n+1) points {(xi, yj)}
in the x-y plane.

We then consider two sets of 1D Lagrange basis functions, one set in each direction,

φi(x) =
m∏

k=0,k 6=i

x− xk

xi − xk
, i = 0, . . . ,m, and ψj(y) =

n∏
k=0,k 6=j

y − yk

yj − yk
, j = 0, . . . , n.

We may now construct a set of 2D Lagrange basis functions via the product of these two bases,

li,j(x, y) = φi(x)ψj(y), i = 1, . . . ,m, j = 1, . . . , n.

It immediately follows that these basis functions satisfy the desired interpolation property

li,j(xk, yl) =

{
1, if i = k and j = l,

0, otherwise.

Hence, our 2D Lagrange interpolant for an arbitrary function f(x, y) at the nodes {(xi, yj)} may
be computed at a point (a, b) as

p(a, b) =
m∑

i=0

n∑
j=0

f(xi, yj) li,j(a, b). (9)

Construct a new C++ function in the file Lagrange2D.cpp that has the signature

double Lagrange2D(Matrix& x, Matrix& y, Matrix& f, double a, double b);

Here, x is an input vector of length m+1, y is an input vector of length n+1, f is an input matrix
in �(m+1)×(n+1) that holds the function values f(xi, yj), and the doubles a and b correspond to
an evaluation point in the x-y plane. This function should evaluate and return p(a, b) defined



in equation (9).

A test routine in the file test Lagrange2D.cpp has been provided, along with an jupyter note-
book plot Lagrange2D.ipynb Use these to test your Lagrange2D() function, and to learn one
approach for creating surface plots using Matplotlib in Python.

3. The importance of nodes: We consider the two-dimensional Runge function,

f(x, y) =
1

1 + x2 + y2
,

in the rectange (x, y) ∈ [−4, 4] × [−4, 4]. You saw the 1D analogue in the book as an example
of functions that are “difficult” to interpolate. We will first investigate interpolation of this
function using standard, uniformly-spaced nodes. In a single C++ main() routine in a file
Runge uniform.cpp, you should perform the following tasks:

(a) Use n = m = 6.

– Create a set of (m+ 1) evenly-spaced nodes, x, over the interval [−4, 4].

– Create a set of (n+ 1) evenly-spaced nodes, y, over the interval [−4, 4].

– Create a matrix, f ∈ �(m+1)×(n+1) that contains the function values f(xi, yj).

– Create an array of 201 evenly-spaced evaluation points, a, over the interval [−4, 4].
Output this to disk as the file avals.txt.

– Create an array of 101 evenly-spaced evaluation points, b, over the interval [−4, 4].
Output this to disk as the file bvals.txt.

– Use your Lagrange2D() function to evaluate the polynomial interpolant p(ai, bj) at
the 201× 101 evaluation points, storing the result in a matrix p6 ∈ �201×101.

– Output p6 to disk to a file named p6 uni.txt using the Matrix::Write routine.

(b) Repeat the above process for m = n = 24, filling the output file p24 uni.txt.

(c) Fill a matrix runge ∈ �201×101 with the correct values of f(ai, bj), and output this to disk
to a file named Runge.txt.

In all of the above work, we have chosen the simplest set of interpolation nodes, consisting
of uniformly-spaced values over an interval. In fact, it is well-known that these nodes can be
problematic for some functions, and more optimal sets of nodes may be chosen.

To this end, repeat the above tasks, but instead of using uniformly-spaced nodes we will now
use Chebyshev nodes. The (m+ 1) Chebyshev nodes over an interval [−L,L] may be computed
via the formula

xi = L cos
(

(2i+ 1)π
2m+ 2

)
, i = 0, . . . ,m.

In a single C++ main() routine in a file Runge Chebyshev.cpp, you should repeat items (a) and
(b) above, where now the nodes x and y are chosen as the Chebyshev nodes over the interval
[−4, 4]. The routine should fill the output files p6 Cheb.txt and p24 Cheb.txt.

Finally, we’ll examine our results in Python. Create a jupyter notebook named Runge2D.ipynb
that performs the following tasks:



• Load Runge.txt, p6 uni.txt, p24 uni.txt, p6 Cheb.txt and p24 Cheb.txt using the
Numpy loadtxt command.

• Plot these five surfaces in separate figure windows.

• Compute the error in each of the polynomial interpolants, erri,j = |fi.j − pi,j |.

• Plot the four errors in separate figure windows.

• Note: all plots should be labeled appropriately.

Comment on how the interpolants differ, both when increasing the number of interpolation
nodes, and when switching between uniformly-spaced and Chebyshev nodes. Rank the four
approaches in terms of quality. Although in class we only discussed the one-dimensional inter-
polation error bound,

f(x)− p(x) =
f (n+1)(c)
(n+ 1)!

n∏
i=0

(x− xi),

discuss the role of the different terms in this bound in the context of your results. Note: along the
y axis in your plots above, you are essentially considering the 1D Runge function f(x) = 1

1+x2 ,
so the interpolation error bound above is still meaningful.

What to turn in:
Everything should be turned in on Blackboard, in a single “.zip” or “.tgz” file containing all of
the required items listed below.

Turn in all of the requested C++ functions and jupyter notebooks as separate “.hpp”, “.cpp”,
“.ipynb” files. Include a Makefile so that all of your executables can be built from within the
same directory with only the “make” command, and so that “make clean” will remove all of the
“.txt” data files, temporary “.o” object files, and “.exe” executables generated when running
your project. Do not include these “.txt”, “.o” or “.exe” files in either this zip file or in your
report.

You will also discuss your project in a technical report. In this report you should:

• Use complete sentences and paragraphs.

• Explain the problems that were solved, and the mathematical approaches used on them.

• Describe your codes, including a discussion on any unique decisions that you had to make.

• Discuss all of your computed results. In this portion, you should include your plots, and
you should paste any output (error, timing data) printed to the screen into the report.

• Answer all questions posed in this project.

• In your own words, explain why you found the results that you did, justifying them math-
ematically if possible.

• Include your Makefile, C++ and Python code as attachments inside the report file (or
included inline), for grading.

This report should be in “.pdf” format.


