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Chapter 0 – Getting started

0.1 Introduction

As you’re likely already aware, most computational methods rely in one way or another
on systems of linear equations. Moreover, as these systems increase in size, even simple
algorithms like Gaussian Elimination can become prohibitively costly if not implemented
efficiently. Furthermore, once these problems grow to even medium size they become
intractable to do analytically by hand so we revert to computation; however this has a
hidden cost, in that floating-point computational arithmetic is inherently imprecise, so
any computations that we choose to perform need to be undertaken in as ‘intelligent’ a
manner as possible. While many of the topics in this class will be familiar to you: Gaussian
elimination, matrix arithmetic, eigenvalues, etc., we will be looking at these topics from a
fresh perspective, and you will understand htem at a much more fundamental level by the
end of the semester. In fact, I’ve frequently heard from students that they never really
“knew” linear algebra until they took this course.

This course focuses on all things matrix-related (or at least, this constitutes a “first course”
in the topic), and how to work with matrices on computers. To this end, we will focus
on three core proficiencies that underpin matrix computation (a.k.a., numerical linear
algebra): (a) proof, (b) derivation of algorithms, and (c) computational implementation
of these algorithms.

Proofs: I will do many proofs in lecture, and rigorous mathematical proofs will constitute
approximately 50% of your homework and over 75% of your exams in this course. As
such, my lectures will be “proof heavy,” and in class I will strive to set an example for the
mathematical rigor required in your own work. In my lectures I will prove most of the
main results for the course; some others are proven in the book but not in class (you are
still required to read/understand these), while others are unproven anywhere in lecture or
the book. Most of this latter category are reserved for homework assignments and exams.
So what is a “proof” anyways? Often, beginning students think of a mathematical proof
as a set of arguments to illustrate the point. These are typically simple examples, and/or
a disordered collection of “just enough” statements to convince themselves that something
is true. Unfortunately, those are not proofs. Instead, a proof is a logically ordered set of
arguments that show the validity of an argument, beyond a reasonable doubt, to someone
else. You are not proving something to yourself, or even me; you are proving this to
an intelligent individual who has sufficient mathematical background to understand your
arguments, but who is hitherto skeptical of the result. When I am doing a proof in class



MATH5316 Lecture Notes Chapter 0 – Getting started

you should hold me to this high standard (since I will hold you to it as well). Please stop
me in class if you have questions or need clarification.

Derivation of algorithms: The main algorithmic results of this class are widespread,
with existing software implementations available on nearly all computing platforms (e.g.,
LAPACK is shipped as a core component of OSX). You will almost certainly not be
employed to implement these algorithms in your future studies/careers. However, the
“real world” involves numerous situations where you must solve a one-off problem, i.e.,
a problem that is very similar to an existing “solved” problem, but that involves slight
differences that either make the new problem slighly more difficult, or that you may
exploit to solve the problem more efficiently than in the general case. As such, the true
benefit of this course is that you learn how to adapt approaches to new situations, through
analyzing the new problem, exploring its structure, and deriving a new method that will
work on that alternate situation. These are the “highly employable” skills that graduate
schools and/or employers seek. In this class you will hone that set of skills by deriving
the “classical” algorithms, and/or by focusing on small modifications to these general
problems and deriving new methods for those situations.

Computational implementation: Again, highly efficient implementations of the algo-
rithms from this class are readily available, but the same cannot be said for the novel
algorithms that you will derive and/or encounter in your future careers. As such, you
need to become expert at how these can be efficiently implemented (whether you’re the
one who will do that in your future career or not). To this end, all homeowrk assignments
in this class will involve significant computation – each assignment will require compara-
ble programming effort and skills as one project from your Intro. Scientific Computing
course. For this work, you are free to use either Matlab or Python/Numpy for your pro-
grams. However, aside from a number of built-in functions for matrix-related purposes
in these languages, the issues that arise in this course are pervasive to higher-performant
languages as well (news flash: Matlab and Python are slow).

Matlab was originally constructed as a language to naturally perform calculations for this
course. As such, nearly everything we do will correspond to built-in Matlab functions.
Similarly, Numpy was constructed to emulate Matlab, and Scipy.linalg was constructed
on top of Numpy to emulate many of the built-in routines from this course. You are
not to use any of these built-in routines until I have explicitly granted permission, i.e.,
you will begin by performing all calculations using raw loops that access matrix/vector
entries one-at-a-time. As we build up to more complex algorithms, you’ll be allowed to
use Matlab/Numpy whole-array operations and to call built-in routines for topics we’ve
previously covered.

Furthermore, while students are encouraged to do their computational work for the course
in either Matlab or Python/Numpy, the book was written with Matlab in mind. I also have
greater expertise with Matlab’s built-in commands, so periodically I will point out these
commands as we go. In most circumstances the Numpy/Scipy.Linalg routine names are
identical, but sometimes they either have different names, do not exist yet, or I just don’t
know them. It is your responsibility to look up Python versions of thest topics as desired;
however, you should feel free to share your findings with myself and the class.
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0.1.1 General Notation

First, some background definitions and notation.

Sets: We will use a number of common sets in this class:

• � – the set of all real numbers,

• � – the set of all complex numbers, e.g., c = a+ ib where a, b ∈ �

• �n,�n – the set of all n-dimensional vectors of real or complex numbers; in this
course these are always column vectors

• �m×n,�m×n – the set of all matrices of real or complex numbers having m rows and
n columns

• N – the set of natural numbers, i.e., the non-negative integers starting with either
0 or 1 (we’ll typically start these at 1 in this class)

• Pn – the set of all polynomials of degree at most n.

Associated with sets we have a number of relevant symbols:

• x ∈ S means that x is a member of the set S

• x /∈ S means that x is not a member of the set S

• S ⊆ T means that all members x ∈ S satisfy x ∈ T

• S ⊂ T means that all members x ∈ S satisfy x ∈ T , and that there exists at least
one member y ∈ T such that y /∈ S

We use a rigorous type of notation when defining a set, called set notation (this always
involves “curly braces”, {}):

• S = {1, 2, 3} lists entries of the set S. The order and repetition are unimportant,
i.e., {1, 2, 3} = {3, 1, 2, 1}.

• S = {xi}ni=m gives a shorthand notation for an indexed set of entries that comprise
the set S.

• S = {x ∈ � | x > 0}, or equivalently S = {x ∈ � : x > 0}, is the most general
approach, and describes a set of conditions that all members of a set must satisfy.

Matrices, vectors, scalars, etc.:

In this course (and this book), capital letters are typically used to denote matrices (or sub-
matrices), e.g. A ∈ �m×n. We will reference entries/columns of a matrix with subscripts,
and by switching to the lower-case version of the same letter, e.g., a3,2 corresponds to the
entry of A in the 3rd row and 2nd column, while a5 corresponds to the 5th column of
A.

Vectors are denoted by lower-case English letters, with subscripts denoting the vector
entries. For example, x ∈ �n is a column vector containing n complex numbers, and
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x3 corresponds to the 3rd entry of this vector. While a lower-case English letter with a
single subscript can therefore refer to either one column from a matrix, or one entry from
a vector, I (and the book) will ensure that the letters match up so that the meaning can
be easily determined from the context.

Scalars are typically denoted using lower-case Greek letters. I realize that some of these
are hard to read/write at first, so I will typically stick to a simpler subset of these: α
(“alpha”), β (“beta”), γ (“gamma”), δ (“delta”), ε/ε (“epsilon”), η (“eta”), θ (“theta”),
κ (“kappa”), λ (“lambda”), µ (“mu”), π (“pi”), ρ (“rho”), σ (“sigma”), τ (“tau”), φ/ϕ
(“phi”), χ (“chi”), ψ (“psi”) and ω (“omega”).

Mathematical notation begins indexing vectors and matrices at “1”. This is replicated in
Matlab but not in Python. While I am fine with students performing their calculations in
Python in this course, all students must use 1-based mathematical indexing in all written
work.

I will use hats/tildes to differentiate between to objects having similar roles (e.g., A
versus Â versus Ã). These symbols do not denote anything about a matrix shape or other
operations on the matrix entries. However, other superscripts match those from your
introductory linear algebra course:

• AT corresponds to the matrix/vector transpose,

• A∗ corresponds to the complex conjugate-transpose (or Hermitian transpose) of a
matrix or vector (this is also denoted as AH elsewhere),

• Ap where p ≥ 0 corresponds to a matrix power,

• A−p where p ≥ 0 corresponds to a power of the inverse matrix,

• A−T corresponds to the inverse of the transpose (equivalently, the transpose of the
inverse),

• A−∗ corresponds to the inverse of the complex conjugate-transpose (equivalently,
the complex conjugate-transpose of the inverse),

• A corresponds to the complex conjugate (typically of a scalar, but also possible for
vectors and matrices).

0.1.2 Prerequisite Knowledge

The following is a (likely incomplete) list of topics from previous courses that will be
critical for you to remember to succeed in this class:

Summation/product notation and identities: first their basic definitions,

n∑
k=m

sk = sm + sm+1 + . . .+ sn,
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where if n < m this is defined to be the additive identity, i.e., 0; similarly,

n∏
k=m

pk = pmpm+1 · · · pn,

where if n < m this is defined to be the multiplicative identity, i.e., 1. Now some basic
summation identities:

n∑
k=m

c = c

n∑
k=m

1 = c(n−m+ 1)

n∑
k=1

k =
n(n+ 1)

2

n∑
k=1

k2 =
n(n+ 1)(2n+ 1)

6

Complex numbers and complex arithmetic: let c ∈ � and z ∈ �, then

• c = a+ ib and z = x+ iy where a, b, x, y ∈ � and i =
√
−1,

• c = a− ib (the complex conjugate of c),

• |c| =
√
cc =

√
a2 + b2 (the magnitude or absolute value of c), and

• cz = (a+ ib)(x+ iy) = ax+ i(bx+ ay) + i2by = (ax− by) + i(bx+ ay).

All major definitions/topics from the prerequisite course, Introduction to Lin-
ear Algebra (Math 3304, previously Math 3353): if you have forgotten or did poorly
in that course then I strongly recommend that you re-read the book and/or your notes
from that class immediately.

The triangle inequality: |x+ y| ≤ |x|+ |y|

Convergence: consider a sequence {s(k)} ⊂ �n.

Definition 0.1.1 (Convergence). The sequence {s(k)} is said to converge to s∗ ∈ �n if
and only if for any real number ε > 0, there exists an integer M > 0 such that for all
m ≥M ,

‖s(m) − s∗‖ ≤ ε

in some vector norm ‖ · ‖. This is often denoted as limm→∞ s
(m) = s∗ or s(m) → s∗.

Definition 0.1.2 (Linear convergence). Assume that s(m) → s∗ in �n. We say the
sequence is linearly convergent if there exists a real number 0 ≤ c < 1 and an integer
M > 0 such that for all m ≥M

‖s(m+1) − s∗‖ ≤ c‖s(m) − s∗‖

in some vector norm ‖ · ‖.
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Definition 0.1.3 (Quadratic convergence). Assume that s(m) → s∗ in �n. We say the
sequence is quadratically convergent if there exists a real number 0 ≤ c < 1 and an integer
M > 0 such that for all m ≥M

‖s(m+1) − s∗‖ ≤ c‖s(m) − s∗‖2

in some vector norm ‖ · ‖.

Definition 0.1.4 (Convergent with order α). Assume that s(m) → s∗ in �n. We say the
sequence is convergent with order α if there exists a real number 0 ≤ c < 1, a real number
α > 0, and an integer M > 0 such that for all m ≥M

‖s(m+1) − s∗‖ ≤ c‖s(m) − s∗‖α

in some vector norm ‖ · ‖.

Complexity: in this class we will consider the amount of “work” involved in algorithms
that pertain to potentially large matrices, A ∈ �m×n. As such, a critical feature of
these algorithms is their computational complexity, i.e., how the amount of “work” in
the algorithm scales as the matrix increases in size, i.e., as m,n → ∞. We quantify
complexity using “big-Oh” notation:

Definition 0.1.5 (big-Oh). We say that an algorithm has complexity O(np) if there exists
a real number c > 0 and an integer N > 0 such that the algorithmic work satisfies the
bound

work ≤ cnp, for all n ≥ N.

This follows from the more “usable” formula,

work ≤ c1n
p + c2n

p−1 + c3n
p−2 + . . .+ cp+1,

for some constants {ck} ⊂ �.

0.1.3 Introduction to logic

This and the following section of lecture notes relate to the first assigned reading of the
semester, “Introduction to logic, sets, and proofs” by D.A. Cox and C.C. McGeoch. I
include them in this class because currently our “Introduction to Proof” course is not a
prerequisite for this course even though it really should be (this is the last semester where
this will occur).

Definition 0.1.6 (Logic statement). A logic statement is anything that may be either
“true” or “false” – i.e., the statement is either always true or not.

Examples include “my hair is red” or “pandas are mammals.”

In this lecture, these will be denoted using a capital letter (e.g., A or B)
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Logic statements may be combined together using “Boolean” operations:

• “and,” denoted A ∧B, is true if and only if both A and B are true;

• “or,” denoted A ∨B, is true if and only if one or both of A and B are true;

• “not,” denoted ¬A, is true if and only if A is false;

• “implies,” denoted A ⇒ B, is true if and only if whenever A is true then B must
also be true;

• “equivalent,” denoted A⇔ B, is true if and only if (A⇒ B) ∧ (B ⇒ A).

You may have noticed that in many math classes, the phrases “for all”, “there exists”,
“there exists a unique”, “such that”, “if . . . then”, and “if and only if” are used repeatedly.
We therefore have “shortcuts” for all of these phrases:

• ∀x ∈ S – this is shorthand for “for all x in the set S”

• ∃x ∈ S – this is shorthand for “there exists a member x in the set S”

• ∃!x ∈ S – this is shorthand for “there exists a unique member x in the set S”

• “s.t.” is shorthand for “such that”

• you’ve already seen A⇒ B – this is shorthand for “if A then B”

• “iff” – this is shorthand for “if and only if”, or symbolically, A⇔ B is the shorthand
for A if and only if B.

To practice with the quantifiers above, we can consider their negations:

• ¬ (∀x ∈ S ⇒ P (x)) is equivalent to ∃x ∈ S ⇒ ¬P (x)

• ¬ (∃x ∈ S ⇒ P (x)) is equivalent to ∀x ∈ S ⇒ ¬P (x)

• ¬ (∃!x ∈ S ⇒ P (x)) is equivalent to either ∀x ∈ S ⇒ ¬P (x) or
[(∃x ∈ S ⇒ P (x)) ∧ (∃y ∈ S ⇒ P (y)) ∧ (x 6= y)]

0.1.4 Introduction to proof

All proofs begin with a set of hypotheses and end with a conclusion. The “proof” itself
consists of a step-by-step chain or reasoning that provides a logically consistent and linear
set of arguments leading from the hypothesis to the conclusion. In this course, I require
that each proof should be justified [rigorously] by one of:

• a hypothesis that was already given

• a definition

• something else that has already been proven

• a consequence of earlier steps, according to a rule of inference (see Table 1)
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In your proofs, go one step at a time, and do not jump around. Err on the side of
over-explanation and discussion, as opposed to leaving steps/explanation out! In general,
students who receive the highest grades in courses like this will first sketch out their ideas
and proof steps somewhere, and then re-write their proof after they have organized their
thoughts. The results are not messy, don’t involve arrows pointing all over the page, and
are easy to follow. Again, you are not just trying to convince yourself of the result, you
are trying to convince a reasonable other individual, and if your arguments are out of
order, illogical, or messy, it won’t make any sense and you will not convince anyone of
anything!

Premise 1 Premise 2 Consequence Name
A A⇒ B B direct proof
¬B ¬B ⇒ ¬A A⇒ B contrapositive
A ∨B ¬B A “exhaustion”

A ∧ (¬B) C ∧ (¬C) A⇒ B contradiction

Table 1: Basic rules of inference

Most mathematical statements have some logical structure to them, and once you deter-
mine the structure of the statement it can become much simpler to come up with a proof
strategy (akin to middle-school grammar, where you dissected a sentence into subject,
verb, object, etc.). Some standard proof stragegies that will arise in this course are as
follows.

Quantifiers:

• ∃x ∈ S s.t. P (x) – you need only find one example of a member x from S where
P (x) is true.

• ∀x ∈ S ⇒ P (x) – you must show that P (x) is true for all members x in S. Typically
S will have infinitely-many members, so mere examples will not suffice. Instead, rely
in the basic properties of the set S itself, and use those properties to prove that P (x)
must hold.

• ∃!x ∈ S s.t. P (x) – this proof requires two phases. First, you just prove that ∃x ∈ S
s.t. P (x) as above. Second, you assume that two members x and y from S both
satisfy P (x) and P (y); you then prove that either x = y or that x 6= y leads to a
contradiction.

Sets:

• x ∈ S – you must show that x satisfies all of the properties that define membership
in the set S.

• x /∈ S – there are two basic approaches here, (a) you must show that x fails at least
one of the defining properties for S, or (b) you assume that x ∈ S and show that
this leads to a contradiction.

Throughout this class, we’ll primarily use the following four proof techniques (in order
from most to least used):

D.R. Reynolds, SMU Mathematics 8
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Definition 0.1.7 (Direct proof). This is your “standard” proof style. Identify all of the
hypotheses that you can use in the proof. Think about your desired conclusion (the goal),
and build up to that goal using hypotheses, definitions, etc., from the course. Often, the
conclusion will be some equation or inequality that you wish to prove; it can be beneficial
to start with the more “complicated” side of this equation, and through a string of “=” or
inequality signs, work until you arrive at the “simpler” side.

Many students attempt to perform direct proofs by first writing down the desired conclusion
and then taking steps to show that this is equivalent to some “obviously true” statement
(e.g., 1 = 1), I strongly recommend against this approach, as it has no logical order and
seems as though you’re assuming the result!

Definition 0.1.8 (Proof by Induction). This technique is used throughout Numerical
Analysis and Numerical Linear Algebra. There are two variants, one being a slightly
simpler subset of the other. We’ll focus on the more general case.

If all members of a set may be indexed by N (starting with either 0 or 1), then you can
prove a statement of the form

∀x(n) ∈ S, P
(
x(n)
)

by taking two steps:

1. Base case: Prove that P
(
x(0)
)

is true (or P
(
x(1)
)
, or both, depending on the con-

text). This should be the very first index that begins the set. Typically, this step is
rather simple.

2. Inductive step:

(a) Assume that P
(
x(k)
)

is true for all k ≤ n (the “inductive hypothesis”). Here,
you muse assume that n ∈ N is arbitrary!

(b) Using properties of S along with this hypothesis, prove that P
(
x(n+1)

)
is true.

If the substep 2b only requires the simpler assumption that P
(
x(n)
)

is true, then the proof

technique is called “standard induction”, whereas if you require that multiple of P
(
x(k)
)

are true (with k ≤ n) then it is called “strong induction.”

When taking this approach, you must clearly identify/label (a) that you are using proof
by induction, (b) the base case, and which index/indices you are using, (c) the inductive
hypothesis, and (d) the inductive step.

Definition 0.1.9 (Proof by Contrapositive). As shown in Table 1, you can prove A⇒ B
indirectly, by instead proving that ¬B ⇒ ¬A. Steps:

1. Clearly identify that you are using proof by contrapositive.

2. Clearly identify your assumption (¬B).

3. Proceed as in a direct proof until you arrive at ¬A.

4. State the conclusion that (¬B ⇒ ¬A)⇔ (A⇒ B), and so the proof is complete.
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Definition 0.1.10 (Proof by Contradiction). As shown in Table 1, you can prove A⇒ B
indirectly, by instead proving that A ∧ ¬B leads to a contradiction. Steps:

1. Clearly identify that you are using proof by contradiction.

2. Clearly identify your set of assumptions (A and ¬B).

3. Proceed as in a direct proof until you arrive at something that is obviously false
(C ∧ (¬C)).

4. State the conclusion that since (A ∧ ¬B) led to a contradiction, then (A⇒ B), and
so the proof is complete.

0.1.4.1 Proof examples

Let’s do a few simple examples to see these techniques “in action”.

Example 0.1.11 (Direct proof example). Let x, y, z be integers. If x + y is even and
y + z is even, then x+ z is even.

Proof. We first note that we have three hypotheses: x, y, z are integers, x+ y is even, and
y + z is even. We have one conclusion, x+ z is even.

We note the definitions of “even” and “odd” – an integer a is “even” iff a = 2b, where
b is another integer, and an integer a is “odd” iff a = 2b + 1 where b is another integer.
Using these, we replace our “wordy” hypotheses with equations:

x+ y = 2a and y + z = 2b

for some integers a and b.

Examining the desired conclusion, since both x and z are integers, then x + z could be
even when either both x and z are odd, or both x and z are even; moreover, x can only
be either even or odd. Hence let’s pursue a short “proof by exhaustion” to examine both
of these cases.

Case 1: assume that x is even, i.e., x = 2c for some integer c. Combining this with our
hypothesis x+ y = 2a, we have

2c+ y = 2a ⇔ y = 2(a− c) = 2d

for some integer d, since the integers are closed under addition/subtraction. Combining
this with our hypothesis y + z = 2b, we have

2d+ z = 2b ⇔ z = 2(b− d) = 2e

for some integer e. Hence

x+ z = 2c+ 2e = 2(c+ e) = 2f

D.R. Reynolds, SMU Mathematics 10
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for some integer f , and x+ z is even.

Case 2: assume that x is odd, i.e., x = 2c + 1 for some integer c. Combining this with
our hypothesis x+ y = 2a, we have

2c+ 1 + y = 2a ⇔ y = 2(a− c)− 1 = 2d− 1

for some integer d, again since the integers are closed under addition/subtraction. Com-
bining this with our hypothesis y + z = 2b, we have

2d− 1 + z = 2b ⇔ z = 2(b− d) + 1 = 2e+ 1

for some integer e. Hence

x+ z = 2c+ 1 + 2e+ 1 = 2(c+ e+ 1) = 2f

for some integer f , and x+ z is even.

Example 0.1.12 (Proof by induction example). For any integer n ≥ 1,
n∑
k=1

k =
n(n+ 1)

2
.

Proof. We will prove this by induction on n.

Base case (n = 1):
1∑

k=1

k = 1 =
2

2
=

1(2)

2
=

1(1 + 1)

2
X

Inductive step: assume that for some n ∈ N,
n∑
k=1

k =
n(n+ 1)

2
.

We wish to prove that
n+1∑
k=1

k =
(n+ 1)(n+ 2)

2
.

We begin with the left side of this equation, and work toward the right:

n+1∑
k=1

k =
n∑
k=1

k + (n+ 1) [break apart sum]

=
n(n+ 1)

2
+ (n+ 1) [inductive hypothesis]

=
n(n+ 1) + 2n+ 2

2
[combine fractions]

=
n2 + 3n+ 2

2
[algebra]

=
(n+ 1)(n+ 2)

2
[factor numerator]
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Example 0.1.13 (Proof by contradiction example). If α ∈ � and α > 0, then 1
α
> 0.

Proof. For the sake of contradiction, we assume that α ∈ �, α > 0 and 1
α
≤ 0 (note that

our original hypotheses remain unchanged; only our conclusion is negated). Since 1
α
≤ 0,

then ∃β ≥ 0 s.t.
1

α
+ β = 0.

Since α 6= 0 we may multiply both sides of the above equation to obtain

1 + αβ = 0 ⇔ 1 = −αβ.

Since α > 0 and β ≥ 0, then the product αβ ≥ 0, or equivalently, −αβ ≤ 0. However
1 ≤ 0 is a contradiction, since 1 > 0. Hence, our assumption 1

α
≤ 0 must be false, and

thus 1
α
> 0.

Example 0.1.14 (Proof by contrapositive example). Let x and y are integers. If xy is
odd, then both x and y are odd.

Proof. We’ll use proof by contrapositive here (purely to illustrate the technique). It can
help to “diagram” the argument, since contrapositive can get confusing. Here, we wish
to prove A⇒ B, where A is “xy is odd” and B is “both x and y are odd.” We therefore
assume ¬B (at least one of x or y are even) and try to prove ¬A (xy is even).

Let x and y be integers. Without loss of generality (WLOG), assume that x is even.
Using the definition of even integers, then x = 2a for some integer a. Hence the product

xy = (2a)y = 2(ay) = 2b

for some integer b, since the integers are closed under multiplication. Thus the product
xy is even. Finally, since ((¬B)⇒ (¬A))⇔ (A⇒ B), our result is proven.

D.R. Reynolds, SMU Mathematics 12
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