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Chapter 2 – Sensitivity of Linear Systems

As you should already be aware, computers do not represent real numbers or perform
computations on the exactly. Instead, computers only retain 32-bit, 64,bit or 128-bit
approximations to these numbers (although others exist). The default precision in both
MATLAB and Python is 64-bit (double precision). Hence, all mathematical operations
will induce errors, and these errors may accumulate throughout a computation.

Fundamental question for numerical algorithms: given this reality of imprecision, how
well does an algorithm do in the presence of such errors? Do these errors grow or shrink
as the calculations proceed? How does this behavior depend on the problem itself?

This chapter examines these questions, particularly with regard to Gaussian elimination,
in detail. We therefore begin by defining a variety of mechanisms for measuring such
error, both in vectors and matrices.

2.1 Vector and Matrix Norms

The “standard” norm that you have used so far in most course work (Calculus 3, Intro-
ductory Linear Algebra, Scientific Computing, etc.) is only one formula for measuring
the size of a vector. In fact, a “norm” is really just an operator that satisfies a variety of
critical properties; different norms are more ideally suited to different contexts.

Definition 2.1.1 (Vector norm). A vector norm on �n is any function, ‖ · ‖ : �n → �+

that satisfies the following properties for arbtrary vectors x, y ∈ �n and for arbitrary
constant α ∈ �:

(i) ‖x‖ ≥ 0, and ‖x‖ = 0 iff x = 0,

(ii) ‖αx‖ = |α|‖x‖, and

(iii) ‖x+ y‖ ≤ ‖x‖+ ‖y‖.

Some popular vector norms include:

I. The Euclidean, or 2-norm:

‖x‖2 =

(
n∑
i=1

|xi|2
)1/2

,
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or equivalently,
‖x‖2 = (x∗x)1/2 .

II. The 1-norm:

‖x‖1 =
n∑
i=1

|xi|

III. The ∞-norm:
‖x‖∞ = max

1≤i≤n
|xi|

IV. The p-norm (for p ≥ 1):

‖x‖p =

(
n∑
i=1

|xi|p
)1/p

While we will frequently use the 2-norm in this class, both the 1-norm and ∞-norm will
arise as well, so I will require that the relevant norm be indicated in your work (I will
strive to do the same). If no suffix is specified, then it is assumed that the result is
independent of which norm is chosen.

An oft-used result is the Cauchy-Schwarz inequality, below.

Theorem 2.1.2 (Cauchy-Schwarz inequality). For any vectors x, y ∈ �n,

|x · y| ≤ ‖x‖2 ‖y‖2.

Proof. In the case that y = 0 the theorem is trivially true, so WLOG assume that y 6= 0.
Let τ ∈ � be given by τ = y∗x/‖y‖2

2. Then

0 ≤ ‖x− τy‖2
2 [non-negativity of norms]

= (x− τy)∗ (x− τy) [formula for ‖ · ‖2]

= x∗x− τ ∗y∗x− τx∗y + ττ ∗y∗y [FOIL]

= ‖x‖2
2 − τ ∗y∗x− τx∗y + ττ ∗‖y‖2

2 [formula for ‖ · ‖2]

= ‖x‖2
2 − τ ∗y∗x− τy∗x+ ττ ∗‖y‖2

2 [x∗y = y∗x]

= ‖x‖2
2 −
|y∗x|2

‖y‖2
2

− |y
∗x|2

‖y‖2
2

+
|y∗x|2

‖y‖2
2

[def. τ ; αα = |α|2]

= ‖x‖2
2 −
|y∗x|2

‖y‖2
2

[cancellation]

Hence

0 ≤ ‖x‖2
2 −
|y∗x|2

‖y‖2
2

⇔ |y∗x|2 ≤ ‖x‖2
2 ‖y‖2

2.
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Lemma 2.1.3. For any Hermitian positive definite matrix A ∈ �n×n, the function

‖x‖A = (x∗Ax)1/2 .

is a vector norm. This is typically referred to as the A-norm.

We may similarly define norms for matrices, although the geometric definition of this
measurement can be more difficult to visualize.

Definition 2.1.4 (Matrix norm). A matrix norm on �m×n is any function, ‖·‖ : �m×n →
�+ that satisfies the following properties for arbtrary appropriately-sized matrices A,B ∈
�n×n and for arbitrary constant α ∈ �:

(i) ‖A‖ ≥ 0, and ‖A‖ = 0 iff A = 0,

(ii) ‖αA‖ = |α|‖A‖,

(iii) ‖A+B‖ ≤ ‖A‖+ ‖B‖, and

(iv) ‖AB‖ ≤ ‖A‖ ‖B‖.

Like with vectors, there exist infinitely many different matrix norms. Popular choices
include:

I. Frobenius norm:

‖A‖F =

(
m∑
i=1

n∑
j=1

|ai,j|2
)1/2

II. Induced norm: let ‖ · ‖∗ be a vector norm on �n, then this defines an “induced
norm” on �m×n as follows:

‖A‖∗ = max
x∈�n,x 6=0

‖Ax‖∗
‖x‖∗

= max
x∈�n,‖x‖∗=1

‖Ax‖.

This is also called the operator norm, since it asks the question: what is the maxi-
mum amount that the matrix can enlarge a unit vector?

Theorem 2.1.5. For any induced matrix norm ‖ · ‖∗,

‖Ax‖∗ ≤ ‖A‖∗ ‖x‖∗, ∀A ∈ �m×n, x ∈ �n.

Furthermore, for any A ∈ �m×n, ∃x ∈ �n such that this is an equality, i.e.,

‖Ax‖∗ = ‖A‖∗ ‖x‖∗

D.R. Reynolds, SMU Mathematics 45



MATH5316 Lecture Notes Chapter 2 – Sensitivity of Linear Systems

Proof. If x = 0 the theorem is trivially proven, since Ax = 0. WLOG, assume x 6= 0.
Then

‖Ax‖∗
‖x‖∗

≤ max
y 6=0

‖Ay‖∗
‖y‖∗

= ‖A‖∗,

by definition of the induced matrix norm.

Proof of the second portion (equality) requires compactness of �n, and typically uses proof
by contradiction (not performed here).

There are a number of easily-computed matrix norms, that are widely used throughout
numerical linear algebra:

• Frobenius (already shown).

• Induced matrix 1-norm: for A ∈ �m×n,

‖A‖1 = max
1≤j≤n

m∑
i=1

|ai,j|.

• Induced matrix ∞-norm: for A ∈ �m×n,

‖A‖∞ = max
1≤i≤m

n∑
j=1

|ai,j|.

Proofs of the computation formulas for the 1 and ∞ norms is given in Theorem 2.1.29 in
the book.

Note that the induced mtarix 2-norm is not listed as being easily computable. We’ll talk
more about this later in the semester.

2.2 Condition Numbers

Suppose we wish to solve Ax = b, but the right-hand side has a small error, b→ b̂ = b+δb,
so we instead end up solving

Ax̂ = b̂

• How does x̂ relate to x?

• If we let x̂ = x + δx, then we may consider a fundamental question, how does δx
depend on δb?

As you learned in your introductory scientific computing class, the “stability” of an al-
gorithm relates to whether small changes in inputs give rise to small vs. large errors in
outputs. While this question can be difficult to rigorously quantify in many fields, linear
algebra provides an excellent enviroment for this type of analysis.
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We typically consider relative errors in b and x, i.e.,

‖b̂− b‖
‖b‖

=
‖δb‖
‖b‖

and
‖x̂− x‖
‖x‖

=
‖δx‖
‖x‖

.

By linearity, if A is invertible, then

A (x+ δx) = b+ δb, and Ax = b

⇒ Aδx = δb

⇔ δx = A−1δb

⇒ ‖δx‖ = ‖A−1δb‖ ≤ ‖A−1‖ ‖δb‖,

for any induced matrix norm. Similarly, if b 6= 0, then

b = Ax ⇒ ‖b‖ ≤ ‖A‖ ‖x‖

⇒ 1

‖x‖
≤ ‖A‖
‖b‖

.

Combining these, we have

‖δx‖
‖x‖

≤ ‖A
−1‖ ‖δb‖
‖x‖

≤ ‖A‖ ‖A−1‖ ‖δb‖
‖b‖

.

Definition 2.2.1 (Condition number). Given a nonsingular matrix A ∈ �n×n, the
condition number of A in an induced matrix norm ‖ · ‖∗ is defined to be

κ∗(A) = ‖A‖∗ ‖A−1‖∗.

Theorem 2.2.2. Let A ∈ �n×n be nonsingular, b 6= 0, and let x and x+ δx be solutions
to the linear systems Ax = b and A (x+ δx) = b+ δb, respectively. Then

‖δx‖
‖x‖

≤ κ(A)
‖δb‖
‖b‖

. (1)

(proved in derivations above).

Notes:

• Since the matrix norm upper bound is attainable (see Theorem 2.1.5), then ∃ vectors
b and δb such that the above error bound (1) is an equality.

• If ‖δb‖‖b‖ is small, and κ(A) is “not too large”, then ‖δx‖
‖x‖ should also be small. In this

case we say that A is well-conditioned.

• If ‖δb‖‖b‖ is large, then small errors in b can result in large errors in x. In this case we
say that A is ill-conditioned.
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• Since floating point numbers are only stored approximately on computers, ‖δb‖‖b‖ ≈
10−16 in double precision (or 10−8 in single precision), so even if all subsequent
arithmetic were performed perfectly, if κ(A) ≈ 10d, then the solution will have
relative error at best 10d−16 (or 10d−8), so it doesn’t take too large a condition
number to render results useless.

Lemma 2.2.3. For any induced matrix norm, ‖I‖ = 1 and κ(A) ≥ 1 for any A ∈ �n×n.

Proof. By the definition of induced matrix norm,

‖I‖ = max
x∈�n,‖x‖∗=1

‖Ix‖ = max
x∈�n,‖x‖∗=1

‖x‖ = 1.

Furthermore, using property (iv) in the definition of matrix norms and the fact that
I = AA−1, we have

1 = ‖I‖ = ‖AA−1‖ ≤ ‖A‖ ‖A−1‖ = κ(A).

A prototype of an ill-conditioned matrix is the Hilbert matrix:

H4 =


1 1/2 1/3 1/4

1/2 1/3 1/4 1/5
1/3 1/4 1/5 1/6
1/4 1/5 1/6 1/7


although Hj is SPD, its condition number grows exponentially as the dimension in-
creases:

• κ2(H4) ≈ 104,

• κ2(H8) ≈ 1010,

• κ2(H12) ≈ 1016.

Numerically, if κ(A) is very large, we call the matrix “nearly singular” since κ(A) for a
singular matrix is typically considered to “equal” ∞.

MATLAB and Python have built-in functions (cond in MATLAB; linalg.cond in Python)
for computing the condition number of dense matrices A ∈ �n×n using any one of a variety
of matrix norms:

• κ2(A): cond(A) or cond(A,2)

• κ1(A): cond(A,1)

• κ∞(A): cond(A,inf)

• κF (A): cond(A,’fro’)
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MATLAB also has a built-in function, condest, that computes an estimate of κ1(A) for
sparse matrices A; unfortunately I could find no equivalent in Python.

Note that the condition number focuses on invertible, square matrices (since otherwise
A−1 does not exist). A related property for general matrices can be built by considering
the maximum/minimum “magnification” of the matrix.

Definition 2.2.4. Let A ∈ �m×n. Then the maximum magnification of A under a given
norm ‖ · ‖ is

maxmag(A) = max
‖x‖=1

‖Ax‖ = max
x 6=0

‖Ax‖
‖x‖

(i.e., this is just ‖A‖). Similarly, the minimum magnification of A is

minmag(A) = min
‖x‖=1

‖Ax‖ = min
x 6=0

‖Ax‖
‖x‖

.

Note that if A has nontrivial null space, then minmag(A) = 0.

An ill-conditioned matrix is one in which maxmag� minmag.

Lemma 2.2.5. For any nonsingular matrix A ∈ �n×n,

κ(A) =
maxmag(A)

minmag(A)
.

Notes:

• It is not always the case that ‖δx‖‖x‖ >
‖δb‖
‖b‖ . Our theorem above may be re-proven in

a similar manner to instead give

‖δb‖
‖b‖

≤ κ(A)
‖δx‖
‖x‖

,

and there exist vectors b and δb such that this is an equality.

• A poorly-scaled linear system can lead to large κ(A).

Theorem 2.2.6. Let A ∈ �n×n be nonsingular, with A =
[
a1 a2 · · · an

]
. Then ∀i, j,

κp(A) ≥ ‖ai‖p
‖aj‖p

, 1 ≤ p ≤ ∞.

Proof. Note that ai = Aei for ei the ith column of In. Then

maxmagp(A) ≥ ‖Aei‖p
‖ei‖p

=
‖ai‖p
‖ei‖p
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and

minmagp(A) ≤ ‖Aej‖p
‖ej‖p

=
‖aj‖p
‖ej‖p

so

κp(A) =
maxmagp(A)

minmagp(A)
≥ ‖ai‖p
‖aj‖p

‖ej‖p
‖ei‖p

,

and in every p-norm, ‖ei‖ = ‖ej‖ = 1.

Hence if some columns are much larger than others (i.e., the variables in the linear system
are poorly scaled), then κ(A) will be large.

2.2.1 How to compute/estimate κ(A)

This is simplest when A ∈ �n×n where n is small. In this case, we can just compute A−1,
and then compute ‖A‖ and ‖A−1‖ directly.

However, if n is large, then A−1 is intractable to compute, so we must instead estimate
κ(A).

For any w 6= 0, note that
‖A−1w‖
‖w‖

≤ ‖A−1‖.

So, if we have already solved Ax = b using Gaussian elimination, then for w = b we’ll
have A−1w = x, and hence

‖x‖
‖b‖
≤ ‖A−1‖.

Since we can easily compute ‖A‖1, then we can estimate

κ1(A) ≥ ‖A‖1‖x‖1

‖b‖1

(or similarly for the ∞ norm). Note that this estimate is not sharp, but it is certainly
cheap.

Alternately, we could compute an LU factorization of A and then use the above estimate
for multiple vectors b, estimating κ(A) as the maximum over that set.

2.3 Perturbing the Coefficient Matrix

So far, we have considered what happens when b is only stored approximately, but in
reality A is also approximated in floating-point arithmetic! So what happens to our
previous analysis when we now consider A→ A+ δA?
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Theorem 2.3.1. If A ∈ �n×n is nonsingular, and if ‖δA‖‖A‖ <
1

κ(A)
(i.e., the approximation

error is not “too large”), then A+ δA is also nonsingular.

Proof. First, we examine our assumption on the perturbation error in A:

‖δA‖
‖A‖

<
1

κ(A)
⇔ ‖δA‖

‖A‖
<

1

‖A−1‖ ‖A‖
⇔ ‖δA‖ ‖A−1‖ < 1.

We’ll now prove the result by contrapositive, i.e., we will assume that A+ δA is singular,
and show that ‖δA‖ ‖A−1‖ ≥ 1.

Let A+ δA be singular. Then ∃y 6= 0 such that

(A+ δA)y = 0 ⇔ A−1(A+ δA)y = 0 ⇔ y = −A−1δA y.

Taking norms, we then have

‖y‖ = ‖A−1δA y‖ ≤ ‖A−1‖ ‖δA‖ ‖y‖.
Since y 6= 0 we know that ‖y‖ 6= 0, so dividing we obtain the result,

1 ≤ ‖A−1‖ ‖δA‖.

This gives us a bit more intuition behind the condition number – for a nonsingular matrix
A, κ(A) gives us a minimum “distance” at which the perturbed matrix A+δA can become
singular.

Theorem 2.3.2. Let A ∈ �n×n be nonsingular, and let b 6= 0. Let x and x̂ = x + δx
solve the linear systems Ax = b and (A + δA)x̂ = b, respectively, where we assume that
‖δA‖
‖A‖ <

1
κ(A)

. Then

‖δx‖
‖x̂‖

≤ κ(A)
‖δA‖
‖A‖

,

where the condition number and matrix norm are induced from any vector norm, ‖ · ‖.

Proof. We first note that from Theorem 2.3.1, the matrix (A+δA) is nonsingular. There-
fore, since b 6= 0, we may conclude that x̂ 6= 0.

Note that our perturbed linear system is equivalent to

(A+ δA)x̂ = b ⇔ Ax̂+ δAx̂ = b ⇔ Ax+ Aδx+ δAx̂ = b

⇔ Aδx = −δAx̂ ⇔ δx = −A−1δAx̂.

Hence,

‖δx‖ ≤ ‖A−1‖ ‖δA‖ ‖x̂‖ = ‖A−1‖ ‖A‖‖δA‖ ‖x̂‖
‖A‖

⇔
‖δx‖
‖x̂‖

≤ κ(A)
‖δA‖
‖A‖

.
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While the above theorem is indeed interesting, we note that what we really care about is
the relative error in x, ‖δx‖‖x‖ , and the above theorem has the wrong denominator.

Theorem 2.3.3. Let A ∈ �n×n be nonsingular, ‖δA‖‖A‖ < 1
κ(A)

, b 6= 0, Ax = b and (A +

δA) (x+ δx) = b, then

‖δx‖
‖x‖

≤
(
κ(A)

‖δA‖
‖A‖

)/(
1− κ(A)

‖δA‖
‖A‖

)
,

where the condition number and matrix norm are induced from any vector norm, ‖ · ‖.

Proof. Denoting x̂ = x+ δx, our proof of Theorem 2.3.2 guarantees that

δx = −A−1δAx̂ ⇔ δx = −A−1δA (x+ δx) .

Taking norms, using the triangle inequality, and multiplying by one, we have

‖δx‖ = ‖A−1δA (x+ δx) ‖ ≤ ‖A−1‖ ‖δA‖ ‖x+ δx‖
≤ ‖A−1‖ ‖δA‖ (‖x‖+ ‖δx‖)

= ‖A−1‖ ‖A‖ ‖δA‖
‖A‖

(‖x‖+ ‖δx‖)

= κ(A)
‖δA‖
‖A‖

(‖x‖+ ‖δx‖) .

Solving this inequality for ‖δx‖, we have(
1− κ(A)

‖δA‖
‖A‖

)
‖δx‖ ≤ κ(A)

‖δA‖
‖A‖

‖x‖.

By assumption,
(

1− κ(A) ‖δA‖‖A‖

)
> 0 and

(b 6= 0) ∧ (A nonsingular) ⇒ x 6= 0 ⇔ ‖x‖ 6= 0,

so we can divide by both terms to obtain the desired result,

‖δx‖
‖x‖

≤
(
κ(A)

‖δA‖
‖A‖

)/(
1− κ(A)

‖δA‖
‖A‖

)
.

Notes:

• Suppose that A is well-conditioned, and ‖δA‖‖A‖ �
1

κ(A)
. Then the denominator is ≈ 1,

and
‖δx‖
‖x‖

/ κ(A)
‖δA‖
‖A‖

,

i.e., if A is well-conditioned and the perturbation to A is small, then the relative
error in x will also be small.
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• If instead κ(A) is large (i.e., A is ill-conditioned), the theorem still allows large ‖δx‖‖x‖
even when ‖δA‖

‖A‖ is small!

To this point, we have considered perturbations in b and perturbations in A separately, but
we have not considered the case where both b→ b+ δb and A→ A+ δA simultaneously.
This is considered in the following two [unproven] theorems – expect one of these on an
upcoming homework.

Theorem 2.3.4. Let A ∈ �n×n be nonsingular, let Â = A+δA, b̂ = b+δb and x̂ = x+δx
with Ax = b, Âx̂ = b̂. Let b 6= 0, b̂ 6= 0 and ‖δA‖

‖A‖ <
1

κ(A)
. Then

‖δx‖
‖x̂‖

≤ κ(A)

(
‖δA‖
‖A‖

+
‖δb‖
‖b̂‖

+
‖δA‖
‖A‖

‖δb‖
‖b̂‖

)
.

Theorem 2.3.5. Let A ∈ �n×n be nonsingular, b 6= 0, b+ δb 6= 0, Ax = b, (A+ δA)(x+

δx) = b+ δb, and ‖δA‖
‖A‖ <

1
κ(A)

. Then

‖δx‖
‖x‖

≤ κ(A)

(
‖δA‖
‖A‖

+
‖δb‖
‖b‖

)/(
1− κ(A)

‖δA‖
‖A‖

)
.

2.4 Residual-Based A Posteriori Error Analysis

This section consists of a single theorem,

Theorem 2.4.1. Let A be nonsingular, b 6= 0, and let x̂ approximate the solution to
Ax = b. Let r̂ = b− Ax̂. Then

‖x− x̂‖
‖x‖

≤ κ(A)
‖r̂‖
‖b‖

.

Proof. Let δx = x− x̂ and δb = −r̂. Hence

Ax̂ = b− r̂ = b+ δb.

The proof is completed by merely applying our Theorem 2.2.2, i.e.,

‖δx‖
‖x‖

≤ κ(A)
‖δb‖
‖b‖

⇔
‖x− x̂‖
‖x‖

≤ κ(A)
‖b− (b− r̂) ‖

‖b‖
= κ(A)

‖r̂‖
‖b‖

.
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In other words, since κ(A) is independent of x̂, we have that the relative solution error
satisfies

‖x− x̂‖
‖x‖

= O
(
‖r̂‖
‖b‖

)
.

This result is useful for a posteriori error analysis, since the relative residual may be
easily computed after solving the linear system. Later on, we’ll learn about the “iterative
refinement” process, that is often used to improve a solution when this a posteriori bound
is overly large.

2.5 Roundoff Errors: Backward Stability

Although we’ve been progressively adding more ‘realism’ to our results as this chapter
has processed, in reality everything that we’ve done has operated under a wildly incorrect
assumption, that all of our calculations have been perfect (albeit with imperfect data).
In reality, arithmetic on computers is inexact since it reliese on floating-point arithmetic
when working with real numbers.

As you learned in your Intro. Scientific Computing course, floating-point numbers are
stored as

fl(x) = ± (0.d1d2d3 · · · dm)β β
e

= (−1)s
(

m∑
k=1

diβ
−k

)
βe

where

1. dk ∈ {0, 1, . . . , β− 1} are the digits that comprise the mantissa (normalized so that
d1 6= 0 unless x = 0),

2. e = {emin, . . . , emax} is an integer exponent,

3. s encodes the sign ±.

With only a fixed number of digits in each x, we will lose precision both when storing and
performing arithmetic with such numbers.

We define absolute error as ε = x− fl(x).

We define relative error (assuming x 6= 0) as ε = x−fl(x)
x

, or equivalently, fl(x) = x(1 +
ε).

• Single precision, ε = 2−24 ≈ 6× 10−8.

• Double precision, ε = 2−53 ≈ 1.1× 10−16.

We have the following identities for general arithmetic operations:

• fl(xy) = (xy)(1 + ε2), with |ε2| ≤ ε,
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• fl(x/y) = (x/y)(1 + ε3), with |ε3| ≤ ε.

• fl(x± y) = (x± y)(1 + ε1), with |ε1| ≤ ε,

In fact, since we have errors both from storage and arithmetic, the more realistic formulas
for these are

fl (fl(x) fl(y)) = (x(1 + ε1)y(1 + ε2)) (1 + ε3)

= (xy) (1 + ε1 + ε2 + ε3 + ε1ε2 + ε1ε3 + ε2ε3 + ε1ε2ε3)

fl

(
fl(x)

fl(y)

)
=
x(1 + ε1)

y(1 + ε2)
(1 + ε3)

≈ x

y
(1 + ε1)(1− ε2)(1 + ε3)

≈ x

y
(1 + ε1 − ε2 + ε3)

fl(fl(x)± fl(y)) = (x(1 + ε1)± y(1 + ε2))(1 + ε3)

= (x+ xε1 ± y ± yε2)(1 + ε3)

≈ (x± y)

(
1 +

x

x± y
ε1 ±

y

x± y
ε2

)
.

While the above formulas may seem overly complicated, the main punch-lines of these are
that both multiplication and division can change, but do not grow, the magnitude of the
relative error, i.e.,

fl (fl(x) fl(y)) ≈ (xy)(1 + ε), and fl

(
fl(x)

fl(y)

)
≈
(
x

y

)
(1 + ε).

However, addition and subtraction are different, notably if they involve catastrophic can-
cellation, wherein |x± y| � |x| (or equivalently, |x± y| � |y|), since the relative error is
magnified by the factors x

x±y and y
x±y .

2.5.1 Backward Error Analysis

If it gets this complicated in just analyzing what happens with a single arithmetic op-
eration, imagine how complicated it will be to perform a similar analysis for an entire
algorithm like Gaussian Elimination! As a result, it is rare for full “Forward Error Anal-
ysis” to be performed on an algorithm.

Instead, we more frequently consider “Backward Error Analysis”, that essentially turns
the analysis problem around:

• We consider the result of an operation as the exact solution to a perturbed problem.
We then analyze whether the perturbed problem is close to the original one. In the
parlance of basic numerical analysis, this is the “perturbed input data”.

• To analyze whether two problems are similar, we look at the sensitivity of the true
problem, e.g. κ(A).
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• In analyzing how an algorithm changes the problem, we consider the algorithm itself,
allowing the problem and the algorithm to be analyzed separately!

Definition 2.5.1 (Backwards stable). We call an algorithm backwards stable if the back-
wards stability analysis says that the algorithm will be stable for all sets of input data. If
instead it is only stable for some types of problems, then it will instead be backwards stable
for only that set of inputs.

The basic idea of backwards error analysis may be summed up in Theorem 2.4.1. There,
we saw that we could consider the norm of the residual

‖r‖
‖b‖

=
‖b− Ax̂‖
‖b‖

where x̂ was our computed solution to Ax = b, to determine whether the relative error
in the true solution, ‖x−x̂‖‖x‖ , was small. There, if this fraction was small and the condition

number κ(A) was not too large, then x̂ solved a similar problem as x.

⇒ A small residual indicates that the algorithm was backwards stable on that problem!

2.6 Propagation of Roundoff Errors

Let’s now use backwards error analysis to investigate propagation of roundoff errors in the
Gaussian Elimination process. But first, let’s consider what happens when we perform
our Gaussian elimination algorithm on an ill-conditioned matrix.

Notes:

(a) Rows of an ill-conditioned matrix are nearly linearly dependent.

(b) G.E. should therefore result in rows that have entries close to zero.

Let’s consider the following “thought experiment”:

• Suppose that row k is “bad,” i.e., it is nearly a linear combination of preceding rows.

• After k− 1 steps of G.E., we ak,j = 0 for j = 1, . . . , k− 1, and the remaining entries
of the row, ak,j for j = k, . . . , n, will be “close” to 0. These will likely be inaccurate,
since they resulted from floating-point addition/subtraction.

• If a following row has |ai,k| > |ak,k| (which is tiny), then the “bad” row will be
shifted downward.

• However, at some point no row swap will be possible, and so we will be forced to
use a tiny/inaccurate pivot:

mi,j =
ai,k
ak,k

=
small and inaccurate

small and inaccurate
,

and so all successive rows will get polluted with errors.
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Similarly, our previous “checks” for singularity of a matrix, “if ak,k == 0”, will almost
certainly fail in floating-point arithmetic, since accumulation of floating-point roundoff
makes this test statistically impossible.

Example 2.6.1. MATLAB demo using Gaussian Elimination with partial pivoting on a
close-to-singular matrix:

• Perform LU factorization of H4 (with κ2(H4) ≈ 1.6e4)

• Do this in both 3-digit arithmetic and 16-digit arithmetic.

Example 2.6.2. MATLAB demo using Gaussian Elimination with partial pivoting versus
Näıve Gaussian Elimination on a nonsingular matrix, both using 4-digit arithmetic.

2.7 Backward Error Analysis of Gaussian Elimina-

tion

Before tackling Gaussian elimination, we’ll build up a number of useful tools.

First, we note that Gaussian elimination (and forward/backward substitution) have many
parts where we accumulate sums, e.g.

n∑
j=1

wj

The order that we add numbers on a computer is important, since

((w1 + w2) + w3) + w4 6= w1 + (w2 + (w3 + w4))

due to floating-point errors!

Lemma 2.7.1. Suppose that we compute
∑n

j=1wj on a computer in floating-point arith-
metic with floating-point roundoff ε. Then

fl

(
n∑
j=1

wj

)
=

n∑
j=1

wj(1 + γj),

with |γj| ≤ (n− 1)ε+O(ε2), no matter which order the summation occurs.

Proof. (by induction on n)
Base case (n = 1):

1∑
j=1

wj = w1 → fl(w1) = w1(1 + ε1), |ε1| ≤ ε.

D.R. Reynolds, SMU Mathematics 57



MATH5316 Lecture Notes Chapter 2 – Sensitivity of Linear Systems

Inductive step: assume that

fl

(
m∑
j=1

wj

)
=

m∑
j−1

wj(1 + γj),

with |γj| ≤ (m−1)ε+O(ε2), for all m < n, no matter which order the summation occurs.
Furthermore, assume that we’re on an arbitrary intermediate step 1 ≤ k ≤ n − 1 of the
summation for n:

n∑
j=1

wj =
k∑
j=1

wj +
n∑

j=k+1

wj.

By our inductive hypothesis,

fl

(
k∑
j=1

wj

)
=

k∑
j=1

wj(1 + αj)

and

fl

(
n∑

j=k+1

wj

)
=

n∑
j=k+1

wj(1 + αj)

with

|αj| ≤

{
(k − 1)ε+O(ε2) , j = 1, . . . , k

(n− k − 1)ε+O(ε2) , j = k + 1, . . . , n.

Since k − 1 ≤ n− 2 and n− k − 1 ≤ n− 2, then

|αj| ≤ (n− 2)ε+O
(
ε2
)
, j = 1, . . . ,m.

Hence

fl

(
n∑
j=1

wj

)
= fl

(
fl

(
k∑
j=1

wj

)
+ fl

(
n∑

j=k+1

wj

))

=

(
k∑
j=1

wj(1 + αj) +
n∑

j=k+1

wj(1 + αj)

)
(1 + β)

=
n∑
j=1

wj(1 + αj)(1 + β),

with |β| ≤ ε. Hence, defining γj = αj + β + αjβ, we have (1 + αj)(1 + β) = (1 + γj), and
then by using the triangle inequality, along with preceding bounds, we have

|γj| ≤ |αj|+ |β|+O
(
ε2
)

≤ (n− 2)ε+O
(
ε2
)

+ εO
(
ε2
)

= (n− 1)ε+O
(
ε2
)
.
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Note: the bound |γj| ≤ (n−1)ε+O(ε2) is a “worst case” scenario, that assumes all errors
have the same sign (i.e., no cancellation of error) and the same size (i.e., all roundoff
errors are the maximum possible size ε).

Definition 2.7.2. Let C ∈ �m×n. Then we define the matrix D = |C| as the matrix
D ∈ �m×n such that di,j = |ci,j| for all i = 1, . . . ,m and all j = 1, . . . , n.

Definition 2.7.3. Let C,F ∈ �m×n. Then we say that C ≤ F if and only if ci,j ≤ fi,j
for all i = 1, . . . ,m and all j = 1, . . . , n.

Let’s now tackle backwards error analysis for Algorithm 4 from chapter 1, row-oriented
Forward Substitution.

Theorem 2.7.4. Let G ∈ �n×n be nonsingular and lower-triangular, and let b ∈ �n
with b 6= 0. If Gy = b is solved using row-oriented Forward Substitution in floating-point
arithmetic, then the computed solution ŷ satisfies

(G+ δG)ŷ = b,

with δG satisfying the bound

|δG| ≤ 2nε|G|+O
(
ε2
)
.

Proof. At step i, we wish to perform

yi =
1

gi,i

(
bi −

i−1∑
j=1

gi,jyj

)
,

but in floating-point arithmetic, this becomes

ŷi = fl

fl
(
bi −

∑i−1
j=1 fl (gi,j ŷj)

)
gi,i

 . (2)

Using the identity fl(xy) = xy(1 + ε1), |ε1| ≤ ε, we have

fl (gi,j ŷj) = gi,j ŷj(1 + αi,j), where |αi,j| ≤ ε.

Using Lemma 2.7.1, the numerator in equation (2) then becomes

fl

(
bi −

i−1∑
j=1

gi,j ŷj(1 + αi,j)

)

= bi(1 + γi,i)−
i−1∑
j=1

gi,j ŷj(1 + αi,j)(1 + γi,j),
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where |γi,j| ≤ (i− 1)ε+O(ε2) for j = 1, . . . , i. Incorporating the division (along with our
identity fl(x/y) = (x/y)(1 + ε2)), equation (2) becomes

ŷi =

(
bi(1 + γi,i)−

∑i−1
j=1 gi,j ŷj(1 + αi,j)(1 + γi,j)

gi,i

)
(1 + βi),

with |βi| ≤ ε. Dividing numerator and denominator by (1 +βi)(1 +γi,i), this is equivalent
to

ŷi =
bi −

∑i−1
j=1 gi,j ŷj(1 + αi,j)

1+γi,j
1+γi,i

gi,i
(1+βi)(1+γi,i)

, (3)

We now define

(1 + εi,j) =

{
(1+αi,j)(1+γi,j)

1+γi,i
, j = 1, . . . , i− 1

1
(1+βi)(1+γi,i)

, j = i,

and we then equation (3) simplifies to

ŷi =
bi −

∑i−1
j=1 gi,j ŷj(1 + εi,j)

gi,i(1 + εi,i)
,

⇔
i∑

j=1

gi,j(1 + εi,j)ŷj = bi

⇔
(G+ δG) ŷ = b,

where δG is lower triangular, with entries δgi,j = εi,jgi,j.

To finish the proof, we must show that |εi,j| ≤ 2nε + O(ε2). We first note that since
|γi,i| ≤ (i − 1)ε +O(ε2), then γi,i = O(ε), so we use Taylor’s theorem around γi,i = 0 to
expand

1

1 + γi,i
= 1− γi,i + 2γ2

i,i − 6γ3
i,i + . . . = 1− γi,i +O

(
ε2
)

(since f(x) = (1+x)−1 has f ′(x) = −(1+x)−2, f ′′(x) = 2(1+x)−3, f ′′′(x) = −6(1+x)−4,
. . . ). Hence for j < i, we have

1 + εi,j = (1 + αi,j)(1 + γi,j)
(
1− γi,i +O

(
ε2
))

= 1 + αi,j + γi,j − γi,i +O
(
ε2
)
,

so subtracting 1 from both sides, taking absolute values, and using the triangle inequality,
we have

|εi,j| =
∣∣αi,j + γi,j − γi,i +O

(
ε2
)∣∣

≤ |αi,j|+ |γi,j|+ |γi,i|+O
(
ε2
)

≤ ε+ (i− 1)ε+ (i− 1)ε+O
(
ε2
)

= (2i− 1)ε+O
(
ε2
)

≤ 2nε+O
(
ε2
)
.
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Similarly, |εi,i| ≤ iε+O(ε2) ≤ 2nε+O(ε2).

Corollary 2.7.5. Under the same assumptions as in Theorem 2.7.4,

(G+ δG)ŷ = b,

with ‖δG‖∞ ≤ 2nε‖G‖∞ +O(ε2).

Note: backward error analysis for row-oriented backwards substitution, Algorithm 6 from
chapter 1, is essentially identical.

Theorem 2.7.6. Suppose the LU factorization of A is computed by Gaussian elimination
in floating-point arithmetic, and suppose that no zero-values pivots are encountered, with
L̂ and Û the computed factors. Then

A+ E = L̂Û ,

where |E| ≤ 2nε|L̂| |Û |+O(ε2) and ‖E‖∞ ≤ 2nε‖L̂‖∞ ‖Û‖∞ +O(ε2).

proof in book (pp. 166-168).

Theorem 2.7.7. Suppose that after Theorem 2.7.6, we solve the problem Ax = b in
floating-point arithmetic, by first doing L̂ŷ = b and then Û x̂ = ŷ. Then the computed
solution x̂ satisfies

(A+ δA)x̂ = b

where |δA| ≤ 6nε|L̂| |Û |+O(ε2) and ‖δA‖∞ ≤ 6nε‖L̂‖∞ ‖Û‖∞ +O(ε2).

proof in book (pp. 166-168).

Notes:

(1) If ‖L̂‖∞ ‖Û‖∞ is “close” to ‖A‖∞, then Gaussian Elimination followed by Backwards

Substitution has ‖δA‖∞‖A‖∞ “close” to ε, and the process is backwards stable.

(2) If ‖L̂‖∞ ‖Û‖∞ � ‖A‖∞, then we cannot predict with certainty, but it is likely
backwards unstable.

(3) Partial pivoting results in ‖L‖∞ ≤ n, since |li,j ≤ 1, so we need only investigate
‖Û‖∞
‖A‖∞ . This can be large for some matrices, so Gaussian Elimination with partial
pivoting alone is not backwards stable for all problems.

(4) Complete pivoting is better yet, since the largest remaining entry in the submatrix
becomes the pivot, so the remainder of the rows in U are all smaller than 1 as well.

Hence ‖Û‖∞‖A‖∞ ≤ O(n). Since ‖L‖∞ ≤ n, then Gaussian elimination with complete
pivoting is considered to be unconditionally backwards stable.
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2.8 Scaling

In the linear system Ax = b, any equation (row) may be multiplied by a nonzero constant
without changing the solution. Similarly, a column of A (entry of x) may be rescaled
without changing the effective linear system.

Question: can we use row/column scaling to improve floating-poing effects in the Gaussian
Elimination process?

Example 2.8.1. MATLAB demonstration with the same problem as in Example 2.6.2,
but here the first row is scaled by 1000.

→ This gives the same result as before, but we’ve now “cured” the poor pivot from being
2e-3 to being 2.

→ However, now the problem is not due to the small pivot, but due to large row entries,
so now the problem is ill-conditioned due to poor scaling.

Theorem 2.8.2 (Bauer). Let Ax = b be solved using a set sequence of operations, on a
computer with base-β arithmetic. If the problem is solved again with rows/columns rescaled
by powers of β (i.e., no additional error is introduced in fl(xy)) and the operations proceed
in the same order, then the exact same result will occur.

In other words, row and column scaling cannot “fix” an ill-conditioned problem.

2.9 Componentwise Sensitivity Analysis

We’ll finish our discussion of ‘sensitivity’ by focusing on the sensitivity of individual entries
in a linear system, e.g.,

|δai,j|
|ai,j|

instead of
‖δA‖
‖A‖

.

Note that our previous approaches using norms give an “averaged” idea of sensitivity
analysis, so our current focus will be more focused.

Example 2.9.1.

A =

[
1 2

5× 10−6 6

]
, δA =

[
10−5 5× 10−6

10−5 8× 10−6

]
⇒

A+ δA =

[
1.00001 2.000005
0.000015 6.000008

]
,

⇒
‖δA‖∞
‖A‖∞

=
1.8× 10−5

3
= 6× 10−6, but

|δa2,1|
|a2,1|

=
10−5

5× 10−6
= 2.
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To “properly” measure componentwise error, we call a perturbation δA to A ∈ �m×n
“componentwise ε-small” if ∃0 < ε� 1 such that

|δai,j| ≤ ε|ai,j|, ∀i = 1, . . . ,m, j = 1, . . . , n.

We again denote componentwise comparisons of matrix/vector magnitudes using absolute
value signs, e.g.,

|δA| ≤ ε|A| (matches above definition)

Definition 2.9.2 (Skeel condition number). We define the Skeel condition number of a
matrix A ∈ �n×n as

skeel(A) = ‖ |A| |A−1| ‖∞.

or equivalently,
skeel(A) = ‖K‖∞,

where K ∈ �n×n is defined as K = |A| |A−1|.

With this in place, we may revisit our earlier results regarding propagation of errors
from the right-hand side and matrix into the solution, but now considering these errors
componentwise. We begin with errors in the right-hand side.

Theorem 2.9.3. Let A ∈ �n×n, A nonsingular, b ∈ �n, b 6= 0, and let x ∈ �n be the
solution to Ax = b. Suppose that x̂ = x+ δx solves Ax̂ = b̂ with b̂ = b+ δb, where

|δb| ≤ ε|b|. (4)

Then
|δx| ≤ εK|x|, (5)

and
‖δx‖∞
‖x‖∞

≤ ε skeel(A). (6)

Proof. Since A is nonsingular, we may rewrite the linear systems above to obtain Ax =
b ⇔ x = A−1b and

Ax̂ = b̂ ⇔ x+ δx = A−1(b+ δb) ⇔ δx = A−1δb.

Moreover, for any B ∈ �n×n, c ∈ �n and d ∈ �n such that d = Bc, we have |d| ≤ |B| |c|,
since

|d|i = |di| =

∣∣∣∣∣
n∑
j=1

bi,jcj

∣∣∣∣∣ ≤
n∑
j=1

|bi,j| |cj| = |B| |c|.

Hence,
|b| ≤ |A| |x| and |δb| ≤ |A−1| |δb|.
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Combining these with our assumption (4), we have

|δb| ≤ |A−1| |δb| ≤ ε |A−1| |b| ≤ ε |A| |A−1| |x| = εK|x|,

and equation (5) is proven. Finally, since ‖v‖∞ = ‖ |v| ‖∞ for all vectors v ∈ �n, we have

‖δx‖∞ = ‖ |δx| ‖∞ ≤ ‖εK|x|‖∞ ≤ ε‖K‖∞‖x‖∞ = ε skeel(A)‖x‖∞.

Since A is nonsingular and b 6= 0, then x 6= 0, so we may divide both sides by ‖x‖∞ to
obtain (6).

As before, we may also consider propagation of error from the matrix to the solution.

Theorem 2.9.4. Let A ∈ �n×n, A nonsingular, b ∈ �n, b 6= 0, and let x ∈ �n be the
solution to Ax = b. Suppose that x̂ = x+ δx solves (A+ δA)x̂ = b where

|δA| ≤ ε|A|. (7)

Then
|δx| ≤ εK|x̂|,

and
‖δx‖∞
‖x̂‖∞

≤ ε skeel(A).

Moreover, if ε skeel(A) < 1, then

‖δx‖∞
‖x‖∞

≤ ε skeel(A)

1− ε skeel(A)
.

(proof is similar to those earlier, and is “fair game” for homework or exams.)

Note: we already proved that in row-oriented forward substitution,

(G+ δG)ŷ = b

with
|δG| ≤ 2nε|G|+O

(
ε2
)
.

This is in fact a componentwise backward stability result, and Theorem 2.9.4 concludes
that ‖δy‖∞‖y‖∞ is small (i.e., ŷ is accurate) if skeel(G) is not too large.

2.9.1 Iterative Refinement

We conclude this chapter with a technique that is frequently used to combat accumulation
of roundoff error in the solution of linear systems.
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Let x̂ be an approximate solution to the linear system Ax = b, and let r̂ = b − Ax̂ (r is
the ‘residual’ for the linear system).

If we could solve Az = r̂ exactly, then x = x̂+ z would solve the original problem Ax = b
exactly:

Ax = b ⇔ A(x̂+ z) = b ⇔ Az = b− Ax̂ ⇔ Az = r̂.

Therefore, if we use the same approach to solve Az = r̂ as we used when computing
x̂, then this second solve could essentially be ‘free’ (e.g., if we used a Cholesky or LU
factorization). Moreover, if this solve is not too bad, we expect that ‖r̂‖ < ‖b‖, and in
turn ‖z‖ < ‖x‖. This means that although we expect the relative errors in z and x to
have similar magnitude, the absolute error in z will be smaller, and hence x̂ + z will be
more accurate than x̂ alone.

Algorithm 9 (Iterative refinement) Given A ∈ �m×n, b ∈ �n, a tolerance tol > 0, a
maximum number of iterations m, and a guess x̂ ∈ �n for the linear system Ax = b, we
refine x̂ to (hopefully) have relative error smaller than tol:

1: procedure IterativeRefinement(A, b, tol, m, x̂)
2: for k = 1, . . . ,m do
3: r̂ ← b− Ax̂
4: “Solve” Az = r̂
5: x̂← x̂+ z

6: if
(
‖z‖
‖x̂‖ < tol

)
then

7: break
8: end if
9: end for
10: end procedure

Notes:

• The “Solve” above can be any approximate linear solver algorithm.

• When using an “exact” solver that only suffers due to floating-point roundoff, this
algorithm typically only requires a small number of iterations to converge.

• Any valid vector norm may be used above, although it is typically chosen as either
‖ · ‖2 or ‖ · ‖∞.

• This approach is used extensively in direct linear solvers for parallel computing,
when the matrices may be very large, and even “small” condition numbers may
combine with accumulation of roundoff errors to harm a computed solution.
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